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Git & GitHub
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If you only learn one tool before you start vibe coding, make it this one. Git is the thing that lets you be brave. It’s the reason you can tell an AI “rewrite this whole file” and not lose sleep, because you can always walk back to the version that worked.

Here’s the honest version of why this matters. When you direct an AI to build software, it will break things — regularly. It’ll confidently rewrite a file, delete the part that was working, and hand you a mess. The difference between a frustrating afternoon and a lost week is whether you had a safety net. Git is that net. This chapter teaches it from zero, no prior coding required.


What version control is (and why you need it)

Imagine a video game with save points. You play a tricky section, you save, you try something risky. If it goes wrong, you reload the last save instead of starting the whole game over. Version control is save points for your project.

Without it, your project has exactly one state: whatever it is right now. If the AI mangles your code, the good version is gone. With version control, you keep a full timeline of every saved state, and you can jump back to any of them.

Git is the most common version control tool. It runs on your computer and quietly records snapshots of your project whenever you ask. A few things it gives you for free:


	A safety net — undo a bad change even hours later.

	A history — see exactly what changed, when, and why.

	Confidence — experiment freely, because nothing is ever truly lost.



That last one is the real prize. Vibe coding works best when you move fast and try things. Git is what makes moving fast safe instead of reckless.

Picture your project’s history as a row of save points you can always return to:

   past ──────────────────────────────────────────────▶ now

   ( C1 )───▶( C2 )───▶( C3 )───▶( C4 )───▶( C5 )
     │         │         │         │         │
  "initial" "homepage" "login"  "oops, broke" "fixed it"

   each ( C ) = one commit = one save point you can jump back to



Repositories, commits, and history

Three words you’ll hear constantly. Let’s demystify them.

A repository (or “repo”) is just a folder that Git is watching. You turn an ordinary folder into a repo once, and from then on Git tracks everything inside it.

A commit is one save point. It’s a snapshot of every file at a moment in time, plus a short message from you describing what changed (“added the login page”, “fixed the broken signup button”). You make commits constantly — think of each as a checkpoint you might want to return to.

The history is the ordered list of all your commits. It’s the timeline. You can scroll through it, read what each change was, and travel back to any point.

Here’s how that looks in practice. Don’t worry about memorizing it — you’ll mostly have the AI run these for you — but read along so the words stop being mysterious:

# Turn the current folder into a Git repository (do this once)
git init

# See which files have changed since your last save point
git status

# Stage your changes, then save them as a commit with a message
git add .
git commit -m "Add the homepage layout"

# Look at your history — every commit, newest first
git log --oneline


git add . is you saying “include all my changes in the next save point.” git commit is the actual save. The -m "..." is your note to your future self. Write notes you’d understand a month from now.

Those two commands move your work through three stages. A file you edit isn’t saved until it has travelled all the way to the right:

   ┌─────────────────┐  git add   ┌─────────────────┐  git commit  ┌─────────────────┐
   │  WORKING DIR    │ ─────────▶ │     STAGING     │ ───────────▶ │     HISTORY     │
   │  files you edit │            │  changes picked │              │  saved commits  │
   │  (not saved yet)│            │  for next save  │              │  (safe forever) │
   └─────────────────┘            └─────────────────┘              └─────────────────┘
       you change             you choose what               it becomes a
        a file                goes in the commit            permanent snapshot



Branches: trying things without fear

A branch is a parallel copy of your project where you can experiment. Your main work lives on a branch usually called main. When you want to try something — a new feature, a risky AI rewrite — you make a new branch, do the work there, and your main stays untouched and safe.

If the experiment works, you merge it back into main. If it doesn’t, you throw the branch away and main never knew it happened.

This is exactly how you should treat big AI changes. “Build the entire payments flow” deserves its own branch. If the AI produces something good, merge it. If it produces a disaster, delete the branch and you’ve lost nothing.

Visually, a branch splits off main, grows on its own, then merges back in:

                        ┌──▶( A )───▶( B )──┐   new-feature branch
                        │                   ▼
   main ──▶( C1 )───▶( C2 )───────────────▶( C3 )───▶ main continues
                        ▲                   │
                  branch off here      merge back here

# Create a new branch and switch to it
git checkout -b new-feature

# ...do your work, make commits...

# Switch back to your safe main branch
git checkout main

# Merge the good work from your branch into main
git merge new-feature




Seeing what actually changed (diff)

Before you save a change — and especially before you accept a change an AI made — you want to see exactly what’s different. That’s a diff. It shows you, line by line, what was added (usually in green) and what was removed (usually in red).

This is one of your most important habits. The whole philosophy of vibe coding is understand what you ship. You don’t have to type the code, but you do have to look at what changed and roughly understand it. The diff is where you do that.

# See what you've changed but not yet committed
git diff

# See what's staged and ready to be committed
git diff --staged


When the AI says “done, I updated the file,” your next move is to look at the diff. If you see it deleted something you needed, you catch it now — not after it’s shipped.



The “oh no” button: undo, revert, reset

This is the part that turns Git from a chore into a superpower. When something goes wrong — and it will — here’s how to walk it back.


	Throw away unsaved changes — you edited (or the AI edited) some files and made things worse, but you haven’t committed yet. You can discard everything back to your last good commit.

	Revert a commit — you saved a change, then realized it was bad. git revert creates a new commit that undoes the bad one, keeping your history honest.

	Reset to an earlier point — you want to rewind your project to how it was several commits ago.



# Undo all uncommitted changes and go back to your last commit
git restore .

# Safely undo a specific bad commit (creates a new "undo" commit)
git revert <commit-id>

# Rewind to an earlier commit (powerful — ask the AI to explain before using)
git reset --hard <commit-id>


A word of caution: git reset --hard permanently discards work. It’s the right tool sometimes, but the one to be careful with. When unsure, ask the AI “what exactly will this command do to my files?” before running it.



Remotes and GitHub: your project in the cloud

Everything so far happens on your own computer. GitHub is a website that stores a copy of your repo in the cloud. That copy is called a remote.

Why bother? Three reasons: it’s a backup if your laptop dies, it’s how you share code with others (or with AI tools and deployment services), and it’s where collaboration happens.

You link your local repo to a remote once, then you push (send your commits up to GitHub) and pull (bring down commits from GitHub).

Think of two copies of your project — one on your laptop, one in the cloud — kept in sync by push and pull:

   ┌──────────────────┐     git push      ┌──────────────────┐
   │   LOCAL  REPO    │ ────────────────▶ │   REMOTE  REPO   │
   │  on your laptop  │                   │  GitHub (cloud)  │
   │                  │ ◀──────────────── │                  │
   └──────────────────┘     git pull      └──────────────────┘
      where you work                       backup + sharing

# Connect your local repo to a GitHub repo (one time)
git remote add origin https://github.com/yourname/yourproject.git

# Send your commits up to GitHub
git push origin main

# Bring down any commits that are on GitHub but not on your computer
git pull origin main


Think of push as “save to the cloud” and pull as “get the latest from the cloud.”



Pull requests and issues

Two GitHub features you’ll meet quickly.

A pull request (PR) is a proposal to merge one branch into another, with a built-in space to review the changes before they go in. Even working solo, PRs are useful: they give you one clean screen showing every change, so you can review the AI’s work before merging it into main. It’s the diff habit, formalized.

An issue is a tracked note about something to do or fix — a bug, a feature idea, a TODO. Issues are how you keep a to-do list attached to the project itself instead of scattered in your head.



.gitignore and never committing secrets

Some files should never go into Git. The big ones:


	Secrets — API (Application Programming Interface) keys, passwords, database credentials. If you commit a secret to GitHub, treat it as leaked, even if you delete it later. The history remembers.

	Junk — temporary files, downloaded dependencies (like node_modules), build output. Huge and pointless to track.



You control this with a file called .gitignore. You list patterns in it, and Git pretends those files don’t exist. This is critical for vibe coders, because AI tools love to create config files with real keys in them, and it’s easy to commit one by accident.

# A simple .gitignore file
.env
node_modules/
*.log


The .env line is the important one — that’s where secrets usually live. Add .gitignore before your first commit, and make a habit of asking the AI: “is there anything in this commit that shouldn’t be public?”



Your first repo, start to finish

Here’s the whole loop in one place. Create a folder, make it a repo, save your work, and push it to GitHub:

# 1. Start a new project
mkdir my-first-project
cd my-first-project
git init

# 2. Protect your secrets before anything else
echo ".env" > .gitignore

# 3. Make your first save point
git add .
git commit -m "Initial commit"

# 4. Connect to GitHub and push it up
git remote add origin https://github.com/yourname/my-first-project.git
git push -u origin main


That’s it. You now have a project with a safety net and a cloud backup. Every time you make progress, repeat the add → commit → push rhythm.



Letting the AI drive (while you stay in charge)

Here’s the freeing part: you do not have to memorize any of these commands. You can tell the AI “commit this with a sensible message” or “create a branch for the new feature and switch to it,” and it’ll run the right commands. That’s a perfectly good way to work.

The catch — and it’s the same catch as the rest of this book — is that you stay responsible for understanding what it did, even if you didn’t type it. The middle path that actually works:


	Let the AI run the commands, but ask it to tell you what each one does in plain English the first few times.

	Read the diff yourself before any commit. This is non-negotiable. It’s how you catch the AI deleting something it shouldn’t.

	Commit often, in small pieces. Lots of small save points beat one giant one, because rewinding is precise instead of all-or-nothing.

	Branch before anything big. Tell the AI to make a branch before a major rewrite, so main stays safe.

	When a command sounds destructive (anything with reset --hard, force-push, or deleting branches), ask “what exactly does this do?” before approving it.



You’re the tech lead. The AI is your fast, capable, occasionally reckless teammate. Git is the process that keeps that teammate from doing real damage. Learn it well enough to direct it confidently, and you’ll never fear the “rewrite everything” button again — because you’ll always have a way back.



Recap and Practice

Key takeaways


	Git is save points for your project — a full timeline you can jump back to, which is what lets you turn the AI loose without fear.

	The core rhythm is add → commit → push: stage your changes, save them as a commit with a clear message, and send them up to GitHub for backup and sharing.

	Branch before anything big, and read the diff before every commit — that’s how you catch the AI deleting something it shouldn’t.

	A .gitignore keeps secrets (like .env) and junk (like node_modules/) out of your history. A secret committed to GitHub is leaked forever, even if you delete it later.

	You can let the AI run the commands, but you stay responsible for understanding what each one did — especially destructive ones like reset --hard.



Try it

Make a brand-new folder and run the whole loop yourself, by hand: git init, create a .gitignore with .env in it, add a simple notes.txt file, then git add . and git commit -m "Initial commit". Now run git log --oneline to see your save point, edit the file, and run git diff to watch Git show you exactly what changed. You’ve just used every core habit in this chapter on a project where nothing can go wrong.

Prompt of the chapter

I'm learning Git as a beginner and I want you to run the commands for me,
but teach as you go. For the task below:
<describe what you want to do — e.g. "save my current work" or "try a risky change safely">

- Tell me which Git commands you'll run and what each one does in plain English.
- If anything is destructive (reset --hard, force-push, deleting a branch),
  warn me clearly and explain what I'd lose before doing it.
- Before any commit, show me the diff and summarize what changed.
- Remind me if there's anything in the change that shouldn't be public (secrets, keys).





The Command Line
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The first time you watch an AI coding tool do its work, a black window fills with text scrolling past, and a blinking cursor waits for you to type. That window is the command line. For a lot of non-coders it’s the scariest part of the whole journey — it looks like the movies, like one wrong move will erase your hard drive. It won’t. The command line is just a different way of telling your computer what to do: with words instead of clicks.

This chapter demystifies it. You don’t need to memorize a hundred commands. You need to understand what’s happening, recognize a handful of everyday commands, and know how to safely run the ones an AI hands you. That’s enough to stop being afraid and start being effective.


What the terminal and shell actually are

When you use a normal app, you click buttons and the app translates your clicks into instructions for the computer. The command line skips the buttons. You type an instruction, press Enter, and the computer does it.

Two words you’ll hear a lot:


	Terminal — the window you type into. It’s just a text box with a history. (On Mac it’s “Terminal” or “iTerm”; on Windows it’s “PowerShell” or “Windows Terminal”; on Linux it’s usually just “Terminal”.)

	Shell — the program inside that window that reads what you type and runs it. The most common one is called bash; Macs use one called zsh. They behave almost identically for everything in this book.



Here’s the loop, every time you press Enter: the shell reads what you typed, finds and runs the matching program, and prints whatever that program produced back into the window.

   you type     ┌─────────┐  finds + runs   ┌──────────┐  prints
   a command ──▶│  SHELL  │ ──────────────▶ │ PROGRAM  │ ──────────▶ output
   + Enter      │ (reads) │                 │ (does it)│             in window
                └─────────┘                 └──────────┘
                     ▲                                      │
                     └──────── ready for next command ◀─────┘

Why do AI coding tools live here? Because the command line is the universal control panel for development. Installing tools, starting your app, running tests, deploying to the internet — all of it happens through typed commands. An AI agent works by typing the same commands you would, just faster and without typos. When you watch it work, you’re watching it use the exact same door you’ll use.



Reading the prompt

Before you type anything, the shell shows you a prompt — a little bit of text ending in a symbol, waiting for input. It might look like this:

mini@laptop ~/projects/my-app $

Reading left to right, that tells you: your username (mini), your computer (laptop), where you currently are (the folder ~/projects/my-app), and then a $ meaning “your turn.” The ~ is shorthand for your home folder. The symbol at the end is often $ or %; sometimes >. Don’t type the symbol — it’s just the shell saying it’s ready.

This matters more than it looks. Most command-line confusion comes from not knowing where you are. The prompt tells you, every single time.



The everyday commands

Here are the commands you’ll see constantly. Read them like sentences: a verb, sometimes followed by a target.

pwd                 # "print working directory" — where am I right now?
ls                  # list the files and folders here
ls -la              # list everything, including hidden files, with details
cd projects         # change directory — move into the "projects" folder
cd ..               # move up one folder (".." means "the folder above")
cd ~                # go back to your home folder
mkdir my-app        # make a new folder called "my-app"
cp notes.txt backup.txt   # copy a file (original stays, copy is made)
mv old.txt new.txt        # move or rename a file
rm draft.txt        # remove (delete) a file


A few notes that save real grief:

Your files live in a tree of nested folders, and cd is how you walk it. Here’s a small one, with pwd showing where you’d be standing if you cd’d into my-app:

   /                         ← the top ("root")
   └── Users/
       └── mini/             ← your home folder (the ~ shortcut)
           └── projects/
               ├── my-app/   ← cd here →  pwd shows /Users/mini/projects/my-app
               │   ├── src/
               │   └── notes.txt
               └── old-app/


	cd is how you move around. Combined with pwd and ls, it’s 80% of what you’ll ever do. You move into the right folder, look around, then run something.

	Paths can be relative or absolute. cd projects is relative to where you are; cd /Users/mini/projects is the full address from the top.

	rm is permanent. There is no Recycle Bin or Trash on the command line. When you rm a file, it’s gone — no “are you sure?”, no undo. Be especially careful with rm -rf, which deletes a folder and everything inside it without asking. If you’re ever unsure what a rm command will delete, don’t run it. Ask the AI to explain it first.





Running a program and a dev server

Building software means running it. Most of the time you’ll type the name of a program followed by what you want it to do.

node app.js         # run a JavaScript file with Node
python script.py    # run a Python file
npm run dev         # start the project's development server


That last one is special. A dev server is a program that runs your app on your own computer so you can see it in a browser at an address like http://localhost:3000. The key thing to understand: it keeps running. The terminal will look “stuck” — it stops giving you a fresh prompt and instead shows a stream of activity. That’s not frozen; that’s working. Your app is alive for as long as that command runs. Open your browser, visit the address it prints, and you’ll see your app.

When you’re done, you stop it (next section).



Reading output and exit codes

After a command runs, it usually prints something. Learning to read that output is a real skill, because it’s how you and the AI find out whether things worked.


	Normal output is just information — files listed, progress messages, a server saying it started.

	Errors usually say so plainly: Error:, command not found, permission denied, cannot find module. The words after the colon are your clue. Copy the whole error and paste it to your AI — it’s the single most useful thing you can hand over when something breaks.



Behind the scenes, every command finishes with an invisible exit code: 0 means success, anything else means a problem. You rarely need to check it by hand, but you’ll hear it mentioned. You can see the last one like this:

echo $?             # prints the exit code of the last command (0 = OK)


If a command failed silently and you’re not sure, echo $? tells you whether it really succeeded.



Stopping a process with Ctrl-C

That dev server keeps running until you stop it. The universal “stop” is Ctrl-C — hold the Control key and press C. It sends a polite “please stop now” signal to whatever is running, and you get your prompt back.


	Ctrl-C — stop the program currently running in this terminal. Your go-to for ending a dev server or cancelling a command that’s taking too long.

	Closing the terminal window also stops everything running in it, but Ctrl-C is cleaner.



Remember Ctrl-C and you’ll never feel trapped by a “stuck” terminal again.



PATH and “command not found”

Sooner or later you’ll type a command and get command not found. This almost never means you’re stupid; it means the computer doesn’t know where that program lives.

The shell finds programs by checking a list of folders called the PATH. When you type npm, the shell walks through each folder in PATH looking for a program named npm. If it’s not in any of them, you get command not found.

   you type:  npm
                │
                ▼
   ┌──────────────────────────────────────────────────┐
   │  search PATH folders, in order, for "npm":        │
   │    /usr/local/bin  ─▶ not here                     │
   │    /usr/bin        ─▶ not here                     │
   │    /opt/bin        ─▶ FOUND ✓  ─▶ run it           │
   └──────────────────────────────────────────────────┘
        if none of the folders have it ─▶ "command not found"

echo $PATH          # show the list of folders the shell searches


In practice, command not found usually means one of two things: the tool isn’t installed yet, or it was installed somewhere not on your PATH. Both are common and fixable. Paste the error to your AI and say what you were trying to run — fixing PATH issues is exactly the kind of fiddly setup work an AI is good at walking you through.



Running commands the AI gives you — safely

A huge part of vibe coding is the AI saying “run this command” and handing you a line to paste. This is normal and fine. But adopt one habit that will protect you forever: read before you run.

You don’t need to understand every flag. You need a rough sense of what the command does, especially the verb at the front:


	ls, pwd, cd, cat, echo — harmless. They look at things or move around. Run freely.

	npm install, pip install — they download and set up tools. Generally safe, but they change your project.

	rm, mv, anything with sudo, anything piping a download straight into your shell (curl ... | bash) — slow down. These can delete things or run code with full power over your machine.



If a command looks scary or you don’t recognize the verb, ask: “What does this command do, and is it safe to run?” A good AI will explain it plainly. Never paste a command from a random website without that check. The command line does exactly what it’s told — including the dangerous things — so the small habit of reading first is your seatbelt.



Package managers you’ll meet

Modern software is built from thousands of small pre-written pieces. Package managers are the tools that download and organize those pieces. You’ll meet two constantly:

npm install                 # install everything this JavaScript project needs
npm install react           # add a specific package called "react"
pip install requests        # install a Python package called "requests"



	npm (Node Package Manager) is the package manager for JavaScript and Node projects. npm install (often shown as npm i) reads a file listing what the project needs and downloads it all.

	pip does the same job for Python.



You’ll often run npm install once when you first open a project, then forget about it. When the AI adds a feature that needs a new package, it’ll tell you to install it. Now you know what that means: it’s just fetching a building block, not anything to fear.

That’s the command line. Not a hacker’s weapon — just a text box that does exactly what you ask. Learn to read the prompt, recognize a dozen commands, stop a runaway process with Ctrl-C, and read before you run. Everything else, you can ask about.



Recap and Practice

Key takeaways


	The command line is just a text box that does exactly what you tell it — words instead of clicks. An AI agent works by typing the same commands you would.

	The prompt tells you where you are every time; most confusion comes from not knowing your current folder. pwd, ls, and cd are 80% of what you’ll ever do.

	rm is permanent — no Trash, no undo. Slow down on rm, sudo, and anything piping a download into your shell (curl ... | bash).

	A dev server keeps running and looks “stuck” on purpose — that’s it working. Ctrl-C stops any running program and gives you your prompt back.

	Read before you run. You don’t need every flag, just a rough sense of the verb. When in doubt, ask the AI “what does this command do, and is it safe?”



Try it

Open your terminal and explore without changing anything: run pwd to see where you are, ls to see what’s there, cd into a folder and ls again, then cd .. to climb back out. Notice how the prompt updates each time. Now run a command that fails on purpose — type lss (a typo) and read the command not found message. You’ve just practiced the two safest, most-used commands and learned to read an error, all without touching a single file.

Prompt of the chapter

I'm a beginner on the command line and a bit nervous about running things.
Here's a command you (or a tutorial) gave me to run:
<paste the command>

- Explain in plain English what this command does, step by step.
- Tell me clearly whether it's safe, or whether it could delete files,
  change my system, or run code with full permissions.
- If it's risky, suggest a safer way to do the same thing, or what to
  check first.
- Tell me what folder I should be in before I run it.





How the Web Works
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Before you build for the web, it helps to know what the web actually is. You don’t need a computer science degree, and you don’t need to memorize anything. You just need a working mental model — a picture in your head of what happens when you type an address and a page appears.

This chapter builds that picture. Everything a vibe-coded app does, from a login form to a payment, is some version of the same simple dance: one computer asks, another computer answers. Once you can see that dance clearly, the rest of the book stops feeling like magic and starts feeling like plumbing.


The two characters: client and server

Almost everything on the web is a conversation between two roles.


	The client is the thing that asks. Most of the time that’s a web browser — Chrome, Safari, Firefox — running on your phone or laptop. It’s the customer walking up to a counter.

	The server is the thing that answers. It’s a computer sitting in a data center somewhere, running all day, waiting for requests. It’s the kitchen behind the counter.



The client never does the server’s job, and the server never does the client’s. The browser asks, “Give me the home page.” The server replies, “Here it is.” That’s the whole relationship. A server is not a special kind of magic box — it’s just an ordinary computer whose job is to wait for questions and send back answers.

One more word you’ll hear constantly: request (the question the client sends) and response (the answer the server sends back). Keep those two words handy; they’re the backbone of everything below.



What a URL actually is

A URL (Uniform Resource Locator) is the address you ask for. It looks like one long string, but it’s really a few labeled parts stitched together. Take this one apart:

https://shop.example.com/products/shoes?size=10

  https            scheme   — how to talk (use HTTPS, the secure way)
  shop.example.com host     — which server to talk to
  /products/shoes  path     — which page or thing you want from it
  ?size=10         query    — extra details ("the size-10 ones")

Read it like a postal address in reverse:


	The scheme (https) is the protocol — the rules for the conversation. Almost always https today.

	The host (shop.example.com) names which server to contact.

	The path (/products/shoes) names which thing on that server you want.

	The optional query (?size=10) carries extra parameters, like filters or search terms.



When someone says “the endpoint” or “the route,” they almost always mean a specific path on a specific host. That’s all those scary words mean.



The request and response cycle

Here is the dance, start to finish. You type an address, and behind the scenes this happens in a fraction of a second:

  CLIENT (your browser)                      SERVER (in a data center)
        |                                              |
        |   1. REQUEST                                 |
        |   "GET /products/shoes"  ------------------> |
        |                                              |  2. server thinks:
        |                                              |     looks up the shoes,
        |                                              |     builds the page
        |                                              |
        |   3. RESPONSE                                |
        |   <------------------  "200 OK + the page"   |
        |                                              |
   4. browser draws                                    |
      the page on screen                               |
        |                                              |

Four steps, every time:


	The client sends a request to a URL.

	The server processes it — maybe it looks something up, runs some logic, checks who you are.

	The server sends back a response: a status (did it work?) plus some content (the page, an image, some data).

	The client does something with the response — usually, draws it on your screen.



Loading one web page isn’t one request — it’s dozens. The browser asks for the page, then sees it needs images, fonts, and styles, and fires off a fresh request for each. Same dance, many times, very fast.



HTTP methods: the verbs

Every request carries a method — a verb that says what kind of action you want. There are several, but four cover almost everything, and they map neatly onto everyday ideas:


	GET — “give me this.” Reading, fetching, viewing. Loading a page or a list. GET should never change anything; it just retrieves.

	POST — “here’s something new.” Creating. Submitting a form, signing up, posting a comment.

	PUT — “update this.” Changing something that already exists, like editing your profile. (You’ll also hear PATCH for partial updates — same idea, smaller scope.)

	DELETE — “remove this.” Exactly what it sounds like — deleting a record or a file.



If you remember nothing else: GET reads, POST creates, PUT updates, DELETE removes. When your app misbehaves, knowing which verb was sent is often the first clue.



Status codes: did it work?

Every response comes back with a three-digit status code — the server’s one-glance verdict on how the request went. They’re grouped by their first digit:


	2xx — success. It worked. 200 OK is the everyday “here’s what you asked for.”

	3xx — redirect. “It’s not here, go look over there instead.” Common and harmless; your browser follows automatically.

	4xx — you (the client) made a mistake. The famous one is 404 Not Found — you asked for a path that doesn’t exist. (Also 401/403 — you’re not logged in, or not allowed.)

	5xx — the server made a mistake. 500 Internal Server Error means the server’s own code crashed or broke while handling your request.



The 4xx/5xx split is worth tattooing on your brain, because it tells you where to look:


	A 404 means the request was wrong — usually a bad URL or a typo’d path. Look at what’s being asked for.

	A 500 means the server fell over. Your request was fine; the backend code broke. Look at the server logs, not the URL.



When something’s broken in a vibe-coded app, “is it a 4xx or a 5xx?” is one of the fastest questions to triage with.

   status code
        │
        ├── 2xx ──▶ SUCCESS        it worked (200 OK)
        │
        ├── 3xx ──▶ REDIRECT       "go look over there" (auto-followed)
        │
        ├── 4xx ──▶ CLIENT error   YOUR request was wrong  ─▶ check the URL/path
        │
        └── 5xx ──▶ SERVER error   the backend broke       ─▶ check server logs



Headers and cookies

Alongside the main content, every request and response carries headers — small labeled notes with extra information. They’re like the writing on an envelope, separate from the letter inside. Headers say things like what format the content is (Content-Type: text/html), or who’s asking.

A cookie is one specific, important use of headers. The web has a short memory: by default, each request stands alone and the server forgets you the instant it answers. A cookie fixes that. After you log in, the server hands your browser a small token — a cookie — and your browser automatically sends it back with every future request. That’s how a site “remembers” you’re logged in across pages. No cookie, no memory; you’d have to log in on every single click.



HTTPS and the padlock

You’ve seen the little padlock in the address bar. It means the connection is using HTTPS (HyperText Transfer Protocol Secure) — HTTP (HyperText Transfer Protocol) wrapped in a layer of encryption called TLS.

Plain HTTP sends everything as readable text. Anyone sitting between you and the server — on shared Wi-Fi, say — could read your password as it goes by, like a postcard anyone in the mail chain can read. HTTPS seals the conversation in an envelope only you and the server can open. The padlock confirms two things:


	Privacy — nobody in the middle can read what you send.

	Identity — you’re really talking to the server you think you are, not an imposter.



The practical rule is short: real apps use HTTPS, always, with no exceptions. Anything handling logins or payments over plain HTTP is broken by design.



From a name to a server: DNS

One loose end. You type shop.example.com, but computers don’t actually find each other by name — they use numeric IP addresses like 203.0.113.42. DNS (the Domain Name System) is the web’s phone book: before your browser can send a request, it quietly asks DNS to translate the friendly domain name into the numeric address, then connects to that.

   ┌─────────┐   1. "what's the IP   ┌─────────┐
   │ BROWSER │      for this name?"   │   DNS   │
   │         │ ────────────────────▶ │ (phone  │
   │         │ ◀──────────────────── │  book)  │
   └─────────┘   2. "203.0.113.42"   └─────────┘
        │
        │  3. now connect to that number
        ▼
   ┌─────────┐
   │ SERVER  │   shop.example.com  ⇄  203.0.113.42
   └─────────┘

You buy a domain, point its DNS records at the server running your app, and from then on the name leads people to your machine. It’s a lookup step you’ll almost never see, but it’s why a memorable name can stand in for a string of numbers.



How this maps to your app

Now put the whole picture over a vibe-coded app, because every piece you’ll build lives on one side of the dance:


	The frontend is everything that runs in the browser — the buttons, forms, and layout the user sees and clicks. It’s the client. It mostly sends requests and displays responses.

	The backend is your code running on a server — the logic that decides what to do with a request, talks to the database, and builds the response. It’s the server.



Here is the whole sign-up trip in one picture — every bold word from the chapter sitting where it belongs:

   FRONTEND (browser = client)                BACKEND (server)
   ┌────────────────────────┐                 ┌────────────────────────┐
   │  user clicks "Sign up"  │   POST /signup  │  create the account     │
   │                         │ ──────────────▶ │  set a cookie           │
   │                         │  over  HTTPS    │                         │
   │  show welcome screen ◀──│ ─────────────── │ ◀── send back  200 OK   │
   └────────────────────────┘                 └────────────────────────┘

A real interaction stitches it all together. A user clicks “Sign up” (frontend). The browser sends a POST request over HTTPS to a path like /api/signup, carrying the form data. Your backend receives it, creates the account, sets a cookie so the user stays logged in, and sends back a 200. The frontend sees the success and shows a welcome screen. Every word in bold there is something you just learned — and that’s the entire shape of nearly everything you’ll build.

You don’t have to hold all of this in your head at once. But when a later chapter says “the request hit the server but came back 500,” or “set this header,” or “this route handles the POST,” you’ll now know exactly which part of the dance it’s pointing at. That mental model is the real prerequisite — and you’ve got it.



Recap and Practice

Key takeaways


	The web is one simple dance repeated endlessly: a client (usually a browser) sends a request, and a server sends back a response. Everything else is detail on top of that.

	A URL is labeled parts stitched together — scheme, host, path, query. The method is the verb: GET reads, POST creates, PUT updates, DELETE removes.

	Status codes are the server’s one-glance verdict. The 4xx/5xx split tells you where to look: 4xx means the request was wrong (bad URL), 5xx means the server’s own code broke.

	HTTPS (the padlock) seals the conversation so nobody in the middle can read it — real apps use it always. Cookies are how a site remembers you’re logged in across requests.

	Your frontend is the client (runs in the browser); your backend is the server (runs your logic and talks to the database). Every feature you build lives on one side of the dance.



Try it

Open any website, then open your browser’s developer tools (right-click → “Inspect”, then the “Network” tab) and reload the page. Watch the list of requests fill up — you’ll see one page request followed by dozens more for images, fonts, and styles, exactly as described. Click one and look at its method (GET), its status code (hopefully 200), and its headers. You’re now seeing the request/response dance happen in real time, with the vocabulary to read it.

Prompt of the chapter

I'm learning how the web works as a beginner. Using my own app as the example:
<describe your app, or paste a URL or an error you're seeing>

- Walk me through the request/response cycle for one specific action
  (like loading a page or submitting a form), step by step.
- Tell me which part is the client (frontend) and which is the server (backend).
- If I'm seeing a status code or error, explain whether it's a 4xx (my
  request was wrong) or a 5xx (the server broke), and where to look.
- Keep it concrete and beginner-friendly — no assumed knowledge.





APIs, JSON & Data
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Almost no app you build will live alone. The moment you want to show a map, charge a card, send an email, or look up the weather, your app has to talk to someone else’s app. The language it speaks is called an API (Application Programming Interface), and the words it sends back and forth are almost always written in a format called JSON (JavaScript Object Notation). This chapter is about both — not so you can write the plumbing by hand, but so you can read it, sanity-check what the AI built, and notice when something is wrong before it costs you money.

You don’t need to memorize anything here. You need to recognize the shapes. When the AI says “I’ll call the Stripe API and parse the JSON response,” you should be able to picture roughly what that means and what could go sideways.


What an API actually is

The cleanest way to think about an API is as a menu of requests one program offers to another.

A restaurant doesn’t let you walk into the kitchen and cook. It hands you a menu: here are the things you can order, here’s how to order them, here’s what you’ll get back. You don’t need to know how the kitchen works. You just need the menu. An API is exactly that — a company says “here are the requests you’re allowed to make of our service, and here’s what each one returns.”

When the AI writes code that “calls the weather API,” it’s placing an order off that menu: give me the forecast for this city. The weather company’s servers do the work and hand back an answer. Your app never sees their database or their code. It just gets the dish.

   ┌────────────┐   request: GET /forecast?city=London   ┌────────────┐
   │  YOUR APP  │ ─────────────────────────────────────▶ │    API     │
   │  (client)  │                                         │  endpoint  │
   │            │ ◀───────────────────────────────────── │  (server)  │
   └────────────┘   response: { "temp": 14, ... } (JSON)  └────────────┘
      orders off                                          does the work,
      the menu                                            sends the dish

The important mindset shift: an API is a contract. The other company promises that if you ask in a specific way, you’ll get an answer in a specific shape. Your job — and the AI’s — is to ask correctly and read the answer correctly. Most API bugs are one side breaking that contract.



Endpoints and REST, in plain terms

An endpoint is a single item on the menu. It’s just a URL (Uniform Resource Locator) that does one specific thing. For example:


	https://api.weather.com/forecast — get a forecast

	https://api.weather.com/cities — list available cities



Same kitchen, different dishes. Each endpoint is one capability.

Most APIs you’ll touch follow a loose style called REST (Representational State Transfer). You don’t need the academic definition; you need two ideas:


	The URL names a thing (a “resource”) — a user, an order, a forecast.

	The verb says what you want to do with it. These verbs are HTTP (HyperText Transfer Protocol) methods, the same ones from how-the-web-works:

	GET — read something (fetch a forecast). Safe; changes nothing.

	POST — create something (place an order, sign up a user).

	PUT / PATCH — update something that already exists.

	DELETE — remove something.






So GET /orders/42 means “read order number 42,” and DELETE /orders/42 means “delete it.” Same noun, different verb, completely different effect. When you read API docs or a diff, those two words — the method and the URL — tell you most of what a request does.



What JSON is

When your app asks an API a question, the answer comes back as text in a format called JSON. It became the default because it’s readable by humans and easy for programs to handle. You will see it constantly, so it’s worth being able to read.

JSON is built from keys and values. A key is a label in quotes; a value is the data attached to it. Here is a real example describing one user:

{
  "id": 42,
  "name": "Ada Lovelace",
  "email": "ada@example.com",
  "isAdmin": false,
  "loginCount": 137,
  "tags": ["beta", "early-access"],
  "profile": {
    "city": "London",
    "avatarUrl": null
  }
}


Read it like a form someone filled out. "name" is a field, "Ada Lovelace" is what they wrote in it. Two structures do all the work:


	An object is wrapped in curly braces { }. It’s a bundle of key/value pairs — like one record. The whole example above is one object.

	An array is wrapped in square brackets [ ]. It’s an ordered list of values. Above, "tags" holds an array of two strings.



Notice that "profile" is an object inside the object. JSON nests — a value can itself be an object or an array, as deep as needed. That’s how a single response can describe a user, their address, and their last ten orders all at once.

Drawn as a tree, the same user object shows its shape at a glance — flat fields up top, a list and a nested object branching off:

   { } user (object)
   ├── id .......... 42            (number)
   ├── name ........ "Ada Lovelace" (string)
   ├── isAdmin ..... false          (boolean)
   ├── tags ........ [ ] (array)
   │   ├── "beta"
   │   └── "early-access"
   └── profile ..... { } (object)
       ├── city ...... "London"     (string)
       └── avatarUrl . null         (null = no value)



The data types you’ll meet

Every value in JSON is one of a small set of types. Knowing them lets you spot when a value is the wrong kind — a frequent source of bugs.


	string — text, always in double quotes: "Ada Lovelace", "ada@example.com".

	number — a plain number, no quotes: 42, 3.14. (Quotes change the meaning: "42" is the text four-two, not the number.)

	boolean — true or false, no quotes. Used for yes/no flags like "isAdmin".

	null — a deliberate “no value here.” "avatarUrl": null means the user has no avatar — different from the key being missing entirely.

	array — an ordered list: ["beta", "early-access"].

	object — a bundle of key/value pairs: the "profile" block.



That’s the whole vocabulary. The most common real-world mistake is the string-vs-number trap: code expects the number 42 but the API sends the string "42", and a comparison silently fails. When something behaves weirdly, checking the type of a value is often the fix.



A real request and response

Here’s what an actual API call looks like end to end — the request your app sends, and the JSON it gets back:

GET /forecast?city=London HTTP/1.1
Host: api.weather.com
Authorization: Bearer sk_live_8f4b2c... 
Accept: application/json

{
  "city": "London",
  "unit": "celsius",
  "current": {
    "temp": 14,
    "condition": "cloudy"
  },
  "forecast": [
    { "day": "Mon", "high": 16, "low": 9 },
    { "day": "Tue", "high": 18, "low": 11 }
  ]
}


That Authorization line is the next topic — and the one most worth getting right.



API keys and auth headers

Most useful APIs aren’t open to the world. The company needs to know who is asking, so they can track usage and bill you. They give you an API key — a long secret string that identifies your account. You attach it to every request, usually in an HTTP header called Authorization, like the Bearer sk_live_... line above.

Treat an API key exactly like a password, because that’s what it is. Anyone who has it can make requests as you — and run up your bill or read your data. This ties directly to the security chapter, and there is one rule that matters most:


	Never put an API key in code that ships to the browser. Anything in your frontend is public — users can open dev tools and read it. The AI, asked to “call the API from the page,” will cheerfully paste your secret key right there. Stop it. Secret keys belong on the server.

	Never commit a key to git. Even if you delete it later, it lives forever in the history, and bots scan public repos for keys within minutes.

	Store keys in environment variables, not in the code itself — the same pattern the security chapter covers.



The key must travel from a safe place, never from the browser. Picture the two paths — one safe, one a leak:

   SAFE ✓                                  LEAK ✗
   ┌──────────┐  key   ┌──────────┐        ┌──────────┐  key  ┌──────────┐
   │  SERVER  │ ─────▶ │   API    │        │ BROWSER  │ ────▶ │   API    │
   │ (your    │ stays  │          │        │ (anyone  │       │          │
   │  backend)│ hidden │          │        │  can     │       │          │
   └──────────┘        └──────────┘        │  read it)│       └──────────┘
   key in env var                          └──────────┘
                                           key in frontend = public

If you ever see a real key sitting in a diff, in a frontend file, or in a chat message, treat it as already leaked: rotate it (generate a new one, disable the old one) immediately.



Rate limits and the bill-shock trap

Two more things the menu doesn’t shout about but will absolutely bite you.

Rate limits. APIs cap how many requests you can make in a window of time — say 100 per minute. Go over and you get rejected with a 429 Too Many Requests error until you slow down. This exists to stop one customer from overwhelming the service. The trap: AI-written code often calls an API in a loop with no pause, blowing through the limit instantly. If a feature works for one item but breaks when you run it over a thousand, a rate limit is a prime suspect.

Metered and paid APIs. Many APIs charge per request — fractions of a cent each. That’s nothing for a few calls and a real bill when something loops out of control. The classic horror story: a bug retries a failed paid call forever, or a public form lets strangers trigger paid calls, and you wake up to a four-figure invoice. Protect yourself:


	Read the pricing before you wire up a paid API. Know the cost per call.

	Set a spending cap or budget alert in the provider’s dashboard if they offer one. Most do.

	Be suspicious of any code that calls a paid API inside a loop or on every page load.





How to read API docs

You will live in API documentation, so here’s how to get what you need fast without reading all of it. For any endpoint, hunt for five things:


	The method and URL — GET /forecast. What it does, in two tokens.

	Authentication — what header or key it needs. Usually one shared section for the whole API.

	Parameters — the inputs you can send (here, city), which are required, and their types.

	An example response — the JSON shape you’ll get back. This is gold; copy it.

	Errors — what comes back when something’s wrong, and the status codes (401 unauthorized, 404 not found, 429 rate-limited).



Good docs include a copy-pasteable example request and response. Those two snippets tell you more than paragraphs of prose — grab them and hand them to the AI.



Letting the AI do the calling — while you check the shape

Here’s the practical division of labor. The AI is genuinely good at writing API-calling code: it knows the libraries, the header syntax, the error handling. Let it. You don’t write this plumbing by hand.

But you own one thing the AI is bad at: knowing whether the data shape is actually right. A good workflow:


	Give the AI the real docs. Paste the example request and response from the docs into your prompt. The AI guessing an API’s shape from memory is a top source of bugs — it will invent plausible-looking keys that don’t exist. Real examples anchor it to reality.

	Ask it to show you the raw response first. “Before parsing, log the actual JSON the API returns.” Then eyeball it against what the code expects. Does the key it reads (response.current.temp) actually exist in the response? Half of API bugs are a mismatched key name.

	Sanity-check the types. Is that a number or a string? Is a field that should always be present sometimes null? You can read JSON now — use it.

	Handle the unhappy path. Ask: “What happens if this call fails, times out, or hits the rate limit?” If the answer is “the app crashes,” that’s a bug, not a feature.



You don’t need to write the request. You need to read the response and ask “is this the shape I expected?” That single habit — checking the data against the contract — catches the majority of integration bugs before your users ever see them.



Recap and Practice

Key takeaways


	An API is a menu of requests one program offers another, and it’s a contract: ask in the agreed way, get an answer in the agreed shape. Most API bugs are one side breaking that contract.

	JSON is how the answer comes back — keys and values, built from objects { } and arrays [ ], which nest. The data types are string, number, boolean, null, array, object.

	The string-vs-number trap (42 vs "42") and missing-vs-null are the most common shape bugs. You can read JSON now — check the type when something behaves weirdly.

	An API key is a password. Never ship it to the browser, never commit it to git, store it in environment variables. A leaked key should be rotated immediately.

	Watch for rate limits (429) and metered billing — AI-written loops that call a paid API with no pause are how you get a four-figure invoice. Read the pricing and set a budget alert first.



Try it

Find a free, no-key API in your browser — for example open https://api.github.com/users/octocat directly in a new tab. You’ll see a raw JSON response. Read it like a form: pick out the objects { }, find an array if there is one, and name the type of three different values (which are strings? numbers? booleans? is anything null?). You’ve just done the exact sanity-check this chapter asks you to run on every API response the AI wires up.

Prompt of the chapter

I'm calling an API and I want to check the data shape myself, as a beginner.
Here are the real docs (example request + example response):
<paste the example request and JSON response from the API's docs>

- Before writing parsing code, show me the raw JSON the call returns and
  point out the keys, their types, and anything that might be null or missing.
- Confirm the keys my code reads actually exist in that response.
- Make sure the API key is read from an environment variable on the server,
  never hardcoded or sent to the browser.
- Tell me what happens if the call fails, times out, or hits a rate limit.





Anatomy of an App
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When you ask an AI to “add a login page” or “save this to the database,” it’s quietly making decisions about a half-dozen moving parts. If you don’t know those parts exist, the answers read like a foreign language — and you can’t tell a good one from a confused one.

This chapter is a map. It won’t make you an engineer, but it will let you point at any piece of a modern app and say what it does and where it lives. Once you have the map, every other chapter stops being abstract: you’ll know which box a problem lives in before you start describing it. We’ll keep it plain — no jargon without a definition, and one running example (a user clicking a button) traced through every layer.


The big picture

Almost every app you’ll build is made of four parts that talk to each other:


	Frontend — what the user sees and clicks. The screens, buttons, and text inside a browser or phone app.

	Backend — the logic that runs on a server you control. It enforces the rules, does the work, and decides who’s allowed to do what.

	Database — where information lives so it’s still there tomorrow. Accounts, posts, orders.

	Hosting — the computers, somewhere out in the world, that actually run all of the above so other people can reach it.



Here’s how they connect:

   ┌──────────────┐        request         ┌──────────────┐        query        ┌──────────────┐
   │              │ ─────────────────────▶ │              │ ──────────────────▶ │              │
   │   FRONTEND   │                        │   BACKEND    │                     │   DATABASE   │
   │  (browser)   │ ◀───────────────────── │  (server)    │ ◀────────────────── │  (storage)   │
   │              │       response         │              │        rows         │              │
   └──────────────┘                        └──────────────┘                     └──────────────┘
        what you see                       the rules + logic                    where data lives
   └──────────────────────────── all of this runs on HOSTING ───────────────────────────────────┘

The frontend never talks to the database directly. It always goes through the backend, where the rules live. That single fact explains a lot about how apps are built — and why “just let the page read the database” is almost never the answer.



Frontend, backend, database, hosting

Let’s go one layer deeper, using our example: a user clicks “Save profile.”

Frontend. The visible app, running in a web browser or as a mobile app. It draws the form, notices the click, and collects what the user typed. By design it’s untrusted: anyone can open it, inspect it, and change it. So its job is to look good and feel responsive, not to enforce anything important.

Backend. When the button is clicked, the frontend sends the data to the backend — code running on a server. The backend checks the user is logged in, validates the data (“is this actually an email address?”), applies the business rules, and only then saves it. This is where trust lives, because users can’t tamper with it.

Database. The backend hands the data to the database to store. Not a magic box — think of it as a set of very strict spreadsheets (called tables) that can be searched instantly and never forget. Tomorrow, the backend reads the profile back out to show it again.

Hosting. In production, none of this runs on your laptop. It runs on rented computers from a hosting provider like Cloudflare, Vercel, or a cloud platform. Hosting is what makes your app reachable at a real web address instead of only on your own machine.

A useful instinct: when something breaks, ask which layer. “The button does nothing” is frontend. “It saves the wrong thing” is usually backend. “It forgot my data” points at the database. Naming the layer is half of fixing the bug — and half of writing a prompt the AI can act on.



HTML, CSS, and JavaScript

The frontend, in a browser, is built from exactly three languages. You don’t need to write them by hand, but you need to know what each one owns.

HTML (HyperText Markup Language) is the structure — the content and its skeleton. It says “here is a heading, here is a paragraph, here is a button.” It’s the nouns of the page; on its own, HTML is a plain, unstyled document, like a text file with labels. The browser turns your HTML into a live, in-memory tree of objects called the DOM (Document Object Model); when code “changes the page,” it’s really changing the DOM, and the browser redraws to match.

CSS (Cascading Style Sheets) is the style — how everything looks. Colors, fonts, spacing, layout, left or center, small screen versus large. CSS doesn’t change what’s on the page, only how it’s presented. If HTML is the nouns, CSS is the adjectives.

JavaScript (JS) is the behavior — what happens when you interact. It listens for the click, sends the data to the backend, shows a spinner, updates the DOM when the answer comes back. HTML and CSS are static; JavaScript makes a page do things. It’s the verbs. (The same language also commonly runs the backend, which is why you’ll see it everywhere.)

One way to picture the split: HTML builds a tree (the DOM), CSS paints it, and JavaScript reaches in and changes it:

   HTML ─▶ builds the DOM tree        CSS ─▶ styles it     JS ─▶ changes it
   ┌──────────────────────────┐
   │  page (document)          │
   │  ├── header               │      colors, fonts,       on click,
   │  │   └── "My App"         │      spacing applied      update a node
   │  └── form                 │      to each node         → browser redraws
   │      ├── input  (name)    │
   │      └── button "Save"    │
   └──────────────────────────┘



Packages and dependencies

Nobody writes a whole app from scratch. The hard, common problems — formatting dates, handling payments, rendering a calendar — have already been solved and packaged up by other people. A package is a reusable chunk of code you pull into your project instead of writing it yourself. Your project’s dependencies are the list of packages it relies on.

In the JavaScript world the tool that manages this is npm (Node Package Manager). Two files do the bookkeeping:


	package.json — the human-readable list of what your project needs, plus the commands to run it. You (or the AI) edit this.

	the lockfile (package-lock.json or similar) — an exact, machine-generated record of every package and its precise version, so the app builds identically on your machine, a teammate’s, and the server. You don’t edit this by hand; you let the tool manage it.



{
  "name": "my-app",
  "scripts": {
    "dev": "next dev",
    "build": "next build"
  },
  "dependencies": {
    "next": "16.0.0",
    "react": "19.0.0"
  }
}


Why care? When the AI says “let’s add a library for this,” it’s editing package.json and you’re trusting someone else’s code — fewer, well-known dependencies are safer than a pile of obscure ones. And when a build mysteriously breaks, a mismatched dependency is a usual suspect, where “delete and reinstall the packages” is a real, common fix.



Environment variables and config

Some values can’t be written into your code: secret keys, database passwords, the address of a service. And some need to change depending on where the app runs. Code you test on your laptop (the dev environment) should talk to a test database; the live app your users touch (the prod, or production, environment) must talk to the real one — using the same code.

The answer is environment variables (often “env vars”): named values that live outside the code and get supplied to it when it runs. The code says “give me DATABASE_URL,” and the environment decides which one to hand over.

# A config file (e.g. .env) — values live here, not in the code

DATABASE_URL=postgres://localhost/myapp_dev
STRIPE_SECRET_KEY=sk_test_51H...     # dev = a test key
SEND_REAL_EMAILS=false               # don't email real users while testing

Two rules will save you real pain:


	Secrets never go in the code. Anything in your code can end up public (especially in a shared repo), and a leaked payment key or database password is a genuine emergency. Secrets belong in env vars, kept out of version control.

	Dev and prod are different. The point is that the same code behaves correctly in both, because the environment — not the code — decides which database and keys to use.



Same code, two homes — the env vars are what differ:

        SAME CODE
       /         \
      ▼           ▼
   ┌─────────────────┐     ┌─────────────────┐
   │  DEV            │     │  PROD           │
   │  your laptop    │     │  hosting (cloud)│
   │  test database  │     │  real database  │
   │  test API key   │     │  live API key   │
   │  fake emails    │     │  real emails    │
   └─────────────────┘     └─────────────────┘
     only you see it         your users see it



The shape of a project

Open a typical project and the folder list can feel like noise. It isn’t — most projects follow a recognizable pattern. Here’s a stripped-down web app:

my-app/
├── package.json          # dependencies + run commands (above)
├── package-lock.json     # the lockfile — exact versions
├── .env                  # local secrets/config — NOT shared
├── .gitignore            # files Git should ignore (like .env)
├── README.md             # what this project is, how to run it
├── public/               # static files served as-is (images, icons)
└── src/                  # your actual code lives here
    ├── components/        # reusable frontend pieces (a button, a card)
    ├── pages/ (or app/)   # the screens/routes users navigate to
    ├── lib/               # shared helpers and backend logic
    └── styles/            # CSS

You don’t need to memorize this — just recognize it, so when the AI says “I’ll add this to src/lib,” you know roughly where that is and why. A few load-bearing conventions:


	src/ holds the code you write. The clutter at the top level is mostly configuration.

	Config files at the root (the package.json, the dotfiles) configure the tools, not your app’s behavior.

	.gitignore lists files that should not be saved into version control — your .env belongs here, which is exactly how secrets stay out of a shared repo.





How a request flows

Now we tie it together. Let’s follow our user clicking “Save profile” through every piece you just met. This is the single most useful mental model in the book; if you internalize one diagram, make it this one.

1. USER clicks "Save profile"
        │
        ▼
2. FRONTEND (HTML form, JavaScript reads the values)
        │   sends an HTTP request:  "POST /profile  { name: 'Ada' }"
        ▼
3. HOSTING routes the request to your running BACKEND
        │
        ▼
4. BACKEND
     ├─ is this user logged in?        (no  → respond 401, stop)
     ├─ is the data valid?             (no  → respond 400, stop)
     └─ all good → save to the DATABASE
        │
        ▼
5. DATABASE writes the row, confirms back to the BACKEND
        │
        ▼
6. BACKEND responds:  "200 OK  { saved: true }"
        │
        ▼
7. FRONTEND receives the response, updates the DOM
        │   ("Profile saved ✓") — the user sees it
        ▼
   DONE

Walk through what each layer did: the frontend gathered input and sent it; hosting got the request to the right place; the backend enforced the rules (login, validation) and decided; the database made it permanent; and the response flowed all the way back so the frontend could update the screen. Every app is variations on this loop, run thousands of times a second.

Notice the checks all happen in the backend, never the frontend — the rule from the first section, in action: the frontend is for the user, the backend is for the truth. When you know where each step happens, you can describe a feature precisely (“validate the email on the backend before saving”) instead of vaguely (“make the form work”) — and precise is the entire game.



Recap and Practice

Key takeaways


	Every app is four parts: a frontend (what users see), a backend (the rules and logic), a database (where data persists), and hosting (where it all runs). The frontend never touches the database directly — it goes through the backend.

	In the browser, HTML is structure, CSS is style, and JavaScript is behavior; code changes the page by changing the DOM.

	You don’t write everything yourself — packages (managed by npm via package.json and a lockfile) supply solved problems as dependencies.

	Environment variables keep secrets out of code and let the same code behave correctly in dev and prod.

	A request flows frontend → hosting → backend → database and back; naming the layer a problem lives in is half of solving it.



Try it

Pick an app you use daily and narrate one action through the layers out loud: “I tap send (frontend) → it goes to their server (backend) → which checks I’m allowed and saves the message (database) → and the chat updates (frontend).” Then guess which layer each problem lives in: the button looks misaligned; the app says “you’re not logged in”; a message from yesterday is gone. Getting good at this naming is the skill the rest of the book builds on.

Prompt of the chapter

I'm learning how apps fit together. Here is a feature I want:
<one sentence describing what the user should be able to do>

Before writing any code, break it down by layer for me:
- Frontend: what the user sees and what gets sent
- Backend: what rules/checks must run, and where
- Database: what data needs to be stored or read
- Any env vars or config (especially secrets) involved

Then describe the request flow from click to result in numbered steps.
Keep it in plain language — I want to understand the shape before the code.





The Vibe Coding Mindset
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Vibe coding is a loaded term. To some it means typing a one-line prompt, accepting whatever the model spits out, and shipping it without reading a single line. That version is a toy. It produces demos that fall apart the moment a real user touches them.

This book is about the other version: directing an AI to build production software the way a senior engineer directs a team. You stay in charge of what gets built and why it’s correct. You delegate the typing. That’s the shift, and it’s bigger than it sounds.


What vibe coding actually is

Vibe coding is building software by expressing intent in natural language and letting an AI generate the implementation, while you steer, review, and refine in a tight loop.

It is not:


	Blindly accepting generated code you don’t understand.

	Replacing engineering judgment with vibes.

	A magic button that turns a sentence into a shipped product.



It is:


	Treating the model as a fast, knowledgeable, slightly overconfident junior engineer.

	Spending your attention on architecture, correctness, and taste instead of syntax.

	Iterating in minutes on things that used to take hours.



The mental model that works best: you are the tech lead, the AI is your team. A good tech lead doesn’t write every line. They decide direction, set constraints, review the work their team submits for approval (in software this proposed batch of changes is called a pull request), and catch the bad ideas before they ship. You’re doing that — just at the speed of conversation.

These two roads start from the same generated code and end in very different places:

            generated code
                  │
        ┌─────────┴─────────┐
        ▼                   ▼
  ┌───────────┐       ┌───────────┐
  │   READ    │       │  BLIND    │
  │ + UNDER-  │       │  COPY     │
  │  STAND    │       │ (paste)   │
  └─────┬─────┘       └─────┬─────┘
        ▼                   ▼
   can explain         looks fine
   can defend          until it
   can fix it          breaks
        │                   │
        ▼                   ▼
   ┌─────────┐         ┌─────────┐
   │  YOU    │         │   YOU   │
   │ SHIPPED │         │ GAMBLED │
   └─────────┘         └─────────┘

One word in that definition does the heavy lifting: understand. The whole approach rests on a single rule — understand what you ship. You don’t have to type it, but you do have to be able to explain it, defend it in a review, and fix it at 2 a.m. when it pages you. If you can’t, you didn’t vibe code it; you gambled and got lucky. The gap between those two is the entire subject of this book.



The mindset shift

If you came from typing every character yourself, the hardest part isn’t learning the tools. It’s letting go of the keyboard.

Your old bottleneck was production — how fast you could write correct code. Your new bottleneck is specification and review — how clearly you can describe what you want and how well you can judge what comes back.

This changes what you optimize for:


	Before: memorize APIs (Application Programming Interfaces — the menus of commands a tool exposes), fight syntax, type fast.

	Now: describe intent precisely, decompose problems, evaluate output critically.



The engineers who thrive at this aren’t the fastest typists. They’re the ones with strong opinions about what “good” looks like and the discipline to reject output that doesn’t meet the bar.

There’s a second, quieter shift that catches people off guard: your relationship with not knowing. The old instinct was to stop and learn the API before touching it. Now you can often generate a first pass in an unfamiliar stack and learn by reading it back. That’s a real superpower — and a trap. Reading code you couldn’t have written is fine. Shipping code you can’t evaluate is not. The line is whether you can tell, with confidence, that the output is correct. Lean on the model to write faster than you can; never lean on it to know more than you’re willing to verify.



The loop: intent → generate → review → refine

Everything in this book comes back to one cycle. Internalize it.

The loop spins until the output meets your bar — and review is the gate it has to pass through every time:

   ┌──────────────────────────────────────────────┐
   │                                               │
   ▼                                               │
┌────────┐    ┌──────────┐    ┌────────┐    ┌──────────┐
│ INTENT │ ─▶ │ GENERATE │ ─▶ │ REVIEW │ ─▶ │  REFINE  │
│ (spec) │    │  (AI)    │    │ (you)  │    │  (you)   │
└────────┘    └──────────┘    └───┬────┘    └──────────┘
                                  │
                            pass? ▼
                            ┌──────────┐
                            │   SHIP   │
                            └──────────┘


	Intent. State what you want and the constraints that matter — inputs, outputs, edge cases, the stack, the style. Vague intent gets vague code.

	Generate. Let the model write the implementation. Don’t hand-hold the syntax; describe the behavior.

	Review. Read what came back. Does it actually do the thing? Does it handle the empty list, the null, the failed network call? Is it the simplest version that works?

	Refine. Point at what’s wrong, give a concrete correction, and regenerate. Repeat until it meets your bar.



Most beginners skip step 3. They generate, it runs, they move on. Then it breaks in production on the case they never described. The review step is where the engineering happens.

Here’s what a good first prompt in this loop looks like:

Write a TypeScript function `parseDuration(input: string): number`
that converts strings like "1h30m", "45s", "2d" into total seconds.

Requirements:
- Support units: d (days), h (hours), m (minutes), s (seconds).
- Multiple units can combine: "1h30m" = 5400.
- Reject invalid input (empty, unknown units, negative) by throwing
  an Error with a clear message.
- No external libraries. Include 5 unit tests covering the edge cases.

Show the function and tests only.

Notice the structure: a precise signature, explicit rules, the edge cases called out, the constraints stated, and a request for tests. You’re not hoping the model guesses right — you’re removing the ambiguity that produces bad guesses.

The refine step is just as much a skill as the first prompt. Vague feedback gets vague fixes. Compare these two corrections:

Bad:  "this is wrong, fix it"

Good: "parseDuration('1h30m') returns 90 instead of 5400 — you're
       summing the numbers but ignoring the unit multipliers. Multiply
       each value by its unit's seconds (d=86400, h=3600, m=60, s=1)
       before summing. Also add a test for the combined case '2d3h'."

The good version names the symptom, the cause, and the fix. You’re reviewing like you would a colleague’s pull request — and the more precisely you point, the fewer rounds you spend. Each loop should converge. If you find yourself going in circles, that’s a signal your intent was underspecified; stop regenerating and rewrite the spec instead.



Where it shines

Vibe coding is genuinely transformative for:


	Greenfield scaffolding. Spinning up a new app, wiring routes, setting up config — work that’s tedious but well-trodden.

	Boilerplate and glue. CRUD endpoints, form validation, data transforms, adapters between two APIs.

	Unfamiliar territory. A language or framework you don’t know well. The model knows the idioms; you supply the judgment.

	Refactors and migrations. “Convert these promises to async/await,” “split this 400-line file by responsibility.”

	Throwaway exploration. Prototypes you’ll rewrite anyway. Speed matters more than polish.



In these zones, a clear prompt plus a careful review beats hand-typing every time.

The common thread is that these tasks are well-trodden and verifiable. The model has seen ten thousand CRUD endpoints, so it produces idiomatic ones; and you can tell at a glance whether the result is right. When both of those are true — common pattern, cheap to check — vibe coding is close to pure upside.



Where it fails

Be honest about the limits, because this is where unsupervised vibe coding burns people:


	Deep, novel logic. Subtle algorithms, concurrency, anything where being 95% right means being broken. The model is confident even when wrong.

	Sprawling cross-file changes. It loses the thread across a large codebase and quietly breaks things it can’t see.

	Security and money. Auth, payments, permissions, anything where a plausible-looking bug has real consequences. Review these like your job depends on it, because it might.

	Underspecified problems. If you don’t know what correct looks like, the AI can’t read your mind. Garbage spec in, garbage code out.



The failure mode is almost always the same: code that looks right, runs on the happy path, and is wrong in a way you’d have caught if you’d read it. The fix is the review step. There is no skipping it.

Two questions place any task on this map — is the pattern common, and is the result cheap to check:

                  EASY TO VERIFY      HARD TO VERIFY
                ┌──────────────────┬──────────────────┐
   COMMON       │   PURE UPSIDE    │   go slower,     │
   PATTERN      │   (scaffold,     │   demand tests   │
                │    boilerplate)  │                  │
                ├──────────────────┼──────────────────┤
   RARE /       │   read it, but   │   DANGER ZONE    │
   NOVEL        │   doable         │   (novel logic,  │
                │                  │    auth, money)  │
                └──────────────────┴──────────────────┘

Notice the inverse of the rule above: these are the cases that are rare, subtle, or expensive to verify. The pattern is uncommon, so the model is guessing; or the bug is invisible on the happy path, so a quick check won’t catch it. That doesn’t mean you avoid AI here — it means you slow down, shrink the steps, demand tests, and read every line like it’s hostile.



Common pitfalls

A few traps catch almost everyone in their first month:


	Accepting the first thing that runs. “It works” and “it’s correct” are different claims. The first means the happy path didn’t crash; the second means you checked the edges. Don’t confuse them.

	Mega-prompts. Asking for an entire feature in one shot gives the model too much room to drift and gives you too much to review at once. Decompose. Ship the smallest reviewable slice, then build on it.

	Letting the context rot. As a session grows, the model starts contradicting earlier decisions and re-introducing bugs you already fixed. When that starts, summarize the current state and restart fresh rather than fighting a confused thread.

	Trusting confidence as a signal. The model’s tone is identical whether it’s right or hallucinating. Its certainty tells you nothing. Your verification tells you everything.

	Outsourcing the decision, not just the typing. It’s fine to ask “what are my options for X?” It’s a mistake to let the answer pick your architecture for you without your judgment in the loop.





Taste is the new core skill

When anyone can generate code, the scarce skill is knowing which generated code is good.

Taste is what tells you:


	This abstraction is premature; ask for the simpler version.

	This handles the demo but not the real input.

	This is technically correct but a maintenance nightmare.

	This is almost right — and here’s the specific thing to change.



You build taste the old-fashioned way: by reading a lot of code, shipping things, and seeing what breaks. AI doesn’t replace that experience — it makes it more valuable, because now your judgment is the bottleneck and the differentiator. The person with taste ships solid software fast. The person without it ships fast and then drowns in bugs.

Here’s the uncomfortable corollary: AI raises the floor for everyone, which means it flattens the advantage of knowing syntax and sharpens the advantage of having judgment. The juniors who lean on it to skip learning will plateau, because they never build the taste that tells them when the output is wrong. The ones who use it to ship more and read more will compound. Same tool, opposite outcomes — and the difference is entirely whether you stay engaged with what comes back.



Realistic expectations

Set these now so you’re not disappointed later:


	You will read a lot of code. Reviewing is the job. If you don’t want to read code, this isn’t a shortcut around that.

	It won’t one-shot anything non-trivial. Expect a few rounds of the loop. That’s normal, not failure.

	You’re still responsible. When AI-written code breaks in production, “the model wrote it” is not a defense. You shipped it.

	It gets faster, not free. The tools are remarkable. They are not magic. The judgment stays yours.



And to be blunt about what this book is not: it’s not a path to shipping software you don’t understand, and it’s not a get-rich-quick scheme. Anyone selling vibe coding as “build an app without learning to code” is selling the toy version — the one that falls apart on contact with real users. The skill compounds for people who treat it as leverage on top of engineering judgment, not as a replacement for it.

The promise of vibe coding is real: you can build more, faster, in more domains than you could alone. But it rewards the engineer who stays engaged — who directs, reviews, and refines — and punishes the one who checks out and accepts whatever appears.

Be the tech lead, not the spectator. The rest of this book is how.



Recap and Practice

Key takeaways


	Vibe coding is directing an AI to build software while you stay in charge of what and why — not blindly shipping code you can’t explain.

	The rule that holds it together is understand what you ship: you don’t have to type it, but you must be able to defend it and fix it.

	Your bottleneck moved from production (typing fast) to specification and review (describing clearly, judging critically).

	Live in the loop — intent → generate → review → refine — and never skip the review step, where the actual engineering happens.

	The model’s confidence is not a signal; your verification is. Taste and judgment are the scarce, compounding skills.



Try it

Pick a small function you genuinely understand — something like “validate a password meets a policy” or “format a byte count as a human string.” Write a precise prompt for it (signature, rules, edge cases, a request for tests), generate it, then deliberately run the review step: trace at least one edge case by hand and confirm the code handles it. If it doesn’t, write a precise refine prompt (symptom + cause + fix) rather than “fix it.” The goal is to feel the full loop once, end to end, on code you can fully evaluate.

Prompt of the chapter

Act as my pair-programming partner. I'll describe a small, self-contained
function. Before you write any code, restate the requirements and list the
edge cases you'll handle so I can confirm them. Then write the function
plus unit tests covering those edge cases.

Function: <one-line description>
Inputs / outputs: <types and shapes>
Constraints: <stack, libraries to use or avoid, performance limits>

After the code, point out any assumption you made that I should verify.
Keep it to the simplest version that satisfies the requirements.





Setting Up Your AI Workspace
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Vibe coding is a partnership. You bring the intent and judgment; the AI brings speed and tireless typing. But like any partnership, it works best with a shared environment, clear ground rules, and a safe place to make mistakes. This chapter is about building that environment before you write a single feature.

A good workspace does three things: it gives the AI the context it needs to make smart changes, it lets you see the results of those changes fast, and it makes every change easy to undo. Get these right and the AI feels like a senior collaborator. Get them wrong and it feels like a slot machine. The difference is rarely the model — it’s the room you put it in. A capable agent in a chaotic repo with no tests, no context file, and no version control will flail; a modest one in a clean, well-instrumented project will surprise you. The setup is the multiplier.

None of this is busywork you do once and forget. Treat your workspace as something you tune continuously: every time the AI surprises you in a bad way, ask whether a missing piece of context, a slow feedback loop, or an unsafe default let it happen — then fix the room, not just the line of code.


Choose an AI-Native Editor or Assistant

Your first decision is where the AI lives. There are roughly three categories today, and you don’t have to commit forever.


	AI-native editors (Cursor, Windsurf): a familiar code editor with the AI deeply wired in. Best if you want to see and touch the code while the AI works alongside you.

	Terminal/CLI agents (Claude Code, Codex CLI, Gemini CLI, Aider): think of typing commands at a prompt instead of clicking buttons — that text-only control panel is the command line, or CLI (Command-Line Interface). The AI runs as a command-line agent that reads files, edits them, and runs commands. Best for letting the AI work more autonomously across many files.

	IDE plugins (GitHub Copilot, Continue, JetBrains AI): an IDE (Integrated Development Environment) is the all-in-one app most programmers write code in — these are bolt-on assistance inside an editor you already love.



For shipping real software, pick one that can read your whole project, edit multiple files, and run commands (tests, builds, linters) on its own. The ability to run and check its own work is what separates a helpful assistant from an autocomplete toy. A tool that can only suggest the next line leaves you doing all the verification by hand; a tool that can run the test it just changed closes the loop itself.

Beyond that core capability, a few things are worth weighing before you settle in:


	Context window and project awareness — can it actually load the relevant files, or does it forget the start of the conversation halfway through a task?

	Permission model — does it ask before running commands and editing files, or does it act first? Both have a place; know which mode you’re in.

	Cost and limits — autonomous agents can burn through usage fast. Understand the pricing before you let one run for an hour.



Don’t agonize over the choice; the skills in this book transfer between tools. Most experienced vibe coders end up keeping two installed — a fast terminal agent for bulk work and a GUI editor for review. A GUI (Graphical User Interface) is the familiar point-and-click kind of program with windows and buttons; a TUI (Text User Interface) is its text-only cousin that lives in the terminal. The chapter’s closing section on TUI vs GUI returns to exactly that pairing.



Structure Your Project So the AI Can Navigate It

AI models reason about your code by reading it. A messy, sprawling, inconsistent project is as hard for them as it is for you. You don’t need a perfect architecture, but a few habits pay off immediately:


	Keep a predictable layout. Source in one place, tests beside or mirroring the source, config at the root.

	Use clear, descriptive names. calculateMonthlyInvoiceTotal beats calc2. The AI uses names as clues.

	Favor smaller files. A 200-line file is easier to change correctly than a 2,000-line one, for both of you.

	Co-locate related things. When a feature’s code, styles, and tests sit together, the AI gathers context in one read.

	Keep a clear entry point. A single obvious place where the app starts gives the AI a thread to pull on when it’s mapping the project.



A typical, AI-friendly layout might look like this:

my-app/
├── AGENTS.md            # project rules & context for the AI
├── README.md            # what the project is, how to run it
├── .env.example         # documents needed secrets (no real values)
├── .gitignore           # excludes .env, build output, node_modules
├── package.json         # scripts: dev, test, lint, build
├── src/
│   ├── features/
│   │   └── invoices/    # code + tests for one feature, together
│   ├── lib/             # shared helpers
│   └── index.ts         # entry point
└── tests/               # cross-cutting / integration tests

The payoff compounds: the easier your project is for the AI to navigate, the smaller and more surgical its changes become. A well-organized repo lets the AI touch three relevant files instead of guessing across thirty — which means smaller diffs, fewer accidents, and reviews you can actually read. If you ever find the AI making sweeping, unfocused edits, the structure is often the real culprit, not the prompt.



Write a Context File (AGENTS.md)

The single highest-leverage thing you can do is write a context file the AI reads automatically. Different tools look for different names — AGENTS.md, CLAUDE.md, .cursorrules, or a .github/copilot-instructions.md — but the idea is identical: a living document that tells the AI how your project works and how you want it to behave.

Without it, the AI guesses. With it, the AI stops reformatting your code, stops inventing libraries you don’t use, and stops re-explaining decisions you already made. Think of it as onboarding documentation for a new teammate who is brilliant but has total amnesia between sessions — everything they need to be productive has to live somewhere they’ll read every time.

A practical starter file:

# Project: Invoice Manager

## What this is
A small web app for freelancers to create and track invoices.

## Tech stack
- TypeScript + React (Vite)
- Tailwind for styling
- SQLite via Prisma
- Vitest for tests

## Commands
- Install: `npm install`
- Run dev server: `npm run dev`
- Run tests: `npm test`
- Lint: `npm run lint`

## Conventions
- Use functional components and hooks; no class components.
- Keep components small; one component per file.
- Write a test for every new function in `src/lib`.
- Never edit files in `src/generated/` — they are auto-generated.

## Don'ts
- Don't add new dependencies without flagging it first.
- Don't commit secrets; use environment variables.


Keep it short and keep it current. A context file that grows to a thousand lines stops being read carefully — by you or the model — so prune it as aggressively as you add to it. When the AI repeatedly makes the same wrong assumption, that’s your signal to add a line; when a rule no longer matches reality, delete it before it starts actively misleading the agent.

A few patterns separate a context file that works from one that’s ignored:


	Be specific and concrete. “Use our conventions” is useless. “Use zod for validation; we don’t use yup” is a rule the AI can actually follow.

	State the don’ts as loudly as the do’s. Models are eager to help, which means they’ll happily add a dependency or rewrite a config unless you tell them not to.

	Point to examples. “Match the style of src/features/invoices” gives the AI a concrete model to copy instead of a vague instruction to interpret.



Treat the context file as a record of every lesson you’d otherwise have to repeat. It is the cheapest, most durable investment in this entire chapter.



Make Version Control a Reflex

Version control is your safety net, and with AI it becomes essential. The AI can change ten files in five seconds — you need a clean way to inspect, keep, or throw away that work.


	Commit often, in small chunks. Before you ask for a big change, commit what works. A clean working tree means you can always get back to it.

	Read the diff before committing. This is your real review step. You don’t have to understand every line, but you should understand what changed and why.

	Use branches for risky work. Spin up a branch, let the AI go wild, and merge only if you like the result. If not, delete it — no harm done.

	Write honest commit messages. Future-you and the AI both read history to understand intent.



The mental shift: commits aren’t bureaucracy, they’re checkpoints in a game. Save before the boss fight. And learn the two escape hatches that make a clean history worth keeping — git checkout . (or git restore .) to throw away uncommitted experiments, and git revert to undo a commit you already made. Knowing you can always get back to a known-good state is exactly what lets you hand the AI a long leash without anxiety.



Keep the Feedback Loop Tight

The faster you can see whether a change works, the faster you and the AI converge on something correct. A slow loop — where you wait minutes to know if something broke — quietly multiplies every mistake.


	Make “run it” a single command. npm run dev, make test, whatever it is, document it in your context file so the AI can run it too.

	Lean on fast tests. Even a handful of unit tests give the AI a way to verify its own work without you babysitting.

	Use a linter and formatter. They catch a whole class of errors instantly and keep style arguments out of your reviews.

	Show errors back to the AI. When something breaks, paste the actual error message. Specific feedback produces specific fixes; “it doesn’t work” produces guesses.



The pieces of an AI workspace form one connected loop — the agent edits the repo, the editor and language server report problems, the terminal runs the code, and every result flows back to the agent:

        ┌──────────────────────────────────────────────┐
        │                                               │
        ▼                                               │
   ┌─────────┐     edits      ┌──────────┐    runs   ┌──────────┐
   │  AGENT  │ ─────────────▶ │  EDITOR  │ ────────▶ │ TERMINAL │
   └─────────┘                └────┬─────┘           └────┬─────┘
        ▲                          │                      │
        │                          ▼                      ▼
        │                    ┌──────────┐           ┌──────────┐
        │                    │   LSP    │           │   REPO   │
        │                    │ (errors) │           │ (commit) │
        │                    └────┬─────┘           └────┬─────┘
        │                         │                      │
        └─────────────────────────┴──────────────────────┘
                       feedback flows back

The deepest version of this idea is to let the AI close the loop itself. Instead of you running the command, reading the failure, and relaying it, give the agent permission to run tests and the typechecker after every change and react to what it sees. The cycle becomes: edit, run, read the failure, fix, run again — all without you in the middle. Your job shifts from courier to director: you set the goal and the guardrails, then watch the loop spin. When the AI can edit, run, see the failure, and fix it on its own, you’ve built a loop that does real work while you stay in the director’s chair.



Manage Secrets Carefully

AI tools read your files, and sometimes share context with a remote service. That makes leaked secrets a real risk. Build good habits from day one:


	Never put real keys in code. Use environment variables and a .env file.

	Always gitignore your .env. Commit a .env.example with empty placeholders so the AI knows what’s needed without seeing the values.

	Scope keys narrowly and rotate anything that may have been exposed.

	Tell the AI in your context file to never hardcode or commit secrets.



A loud rule like Never read or print the contents of .env in your AGENTS.md is cheap insurance. So is a pre-commit hook or a secret-scanning tool that refuses a commit containing something that looks like a key — defense in depth matters here because the cost of a leak is asymmetric. A key pushed to a public repo is compromised the moment it lands, even if you delete it seconds later, because bots scrape commits in real time. When in doubt, assume an exposed key is burned and rotate it; rotating a key takes a minute, while cleaning up after a leaked one can take days.



A Sane Local Setup Makes AI Changes Safe

Tie it together with an environment where mistakes are cheap and recoverable:


	Work on a branch, not directly on main.

	Keep the working tree clean before big changes so the diff is meaningful.

	Have tests and a dev server ready to run in one command.

	Keep secrets out of the repo and the context file up to date.



With this foundation, the worst case for any AI change is git checkout . and a fresh start. That safety is what lets you move fast and direct boldly — knowing nothing the AI does is truly irreversible. In the next chapter, we’ll start using this workspace to actually build.



Live Diagnostics (LSP)

The tightest feedback loop doesn’t wait for you to run the code — it catches mistakes the moment they’re typed. That’s what the Language Server Protocol (LSP) provides: the live “smarts” behind your editor, including real-time errors, type information, go-to-definition, and autocomplete. A language server reads your code as it changes and reports problems before anything runs.

The leverage for vibe coding is to feed those diagnostics back to the AI. Without it, the loop is slow: the AI writes code, you run it, it crashes on a typo or a type error, and you paste the message back by hand. With diagnostics wired in, the agent sees the same red squiggle you do the instant it writes the line — and fixes the type or lint error as it goes, before the code ever runs.

You can give the agent this sight in a few ways:


	Run the language server for your stack (tsserver, rust-analyzer, pyright, and so on) — most AI-native editors do this for you.

	Have the agent run a typecheck or lint command and read the output, or expose diagnostics through an MCP server.

	Treat a clean diagnostics report as part of “done,” not an afterthought.



Wired this way, the agent runs the same self-correcting cycle on its own — edit, run, read the failure, fix, and run again until the diagnostics come back clean:

   ┌──────────┐      ┌──────────┐      ┌──────────────┐
   │   EDIT   │ ───▶ │   RUN    │ ───▶ │ READ FAILURE │
   └──────────┘      └──────────┘      └──────┬───────┘
        ▲                                     │
        │                                     ▼
        │            ┌──────────┐       ┌──────────┐
        │            │   PASS   │ ◀──── │   FIX    │
        │            │  (done)  │  no   └──────────┘
        │            └────┬─────┘
        └─────────────────┘
            still failing

This is also why a typed language can be a quiet superpower for vibe coding: every type annotation is a tiny, machine-checked spec that catches the AI’s mistakes before they ever run. A run-crash-paste cycle becomes a quiet, self-correcting one. The AI grinds less and converges faster.



Extending Your Agent

Out of the box, an AI assistant is generic. The same base model becomes a far better collaborator once you wrap tooling around it — turning a plain chatbot into a harness tuned to your project. The main extension points to know:


	Skills — reusable packaged capabilities (instructions plus scripts) the agent loads on demand, so your domain know-how is available without re-explaining it every session.

	Plugins — bundles that ship skills, commands, hooks, and connectors together as one installable unit.

	MCP (Model Context Protocol) — an open standard for connecting the agent to external tools and data (databases, APIs (Application Programming Interfaces — the standard menus of commands other software exposes), your file system) through one common interface.

	Subagents — specialized helper agents the main agent spawns for focused work (search, review, a long side-quest), each with its own context window.

	Hooks — scripts that fire automatically at lifecycle events (before a command runs, after a file is edited), so you can enforce rules or inject context deterministically.

	Slash commands — short named workflows you invoke with /name, collapsing a repeated multi-step request into one keystroke.



You don’t need all of these on day one. Start plain, and add a skill or a slash command the moment you notice yourself repeating the same setup. A useful rule of thumb: the third time you type the same multi-step instruction, turn it into a slash command; the first time you wish the agent could reach a tool it can’t, look for an MCP server for it. Hooks, in particular, return in the guardrails chapter as a way to enforce your rules instead of just hoping the AI remembers them.



macOS vs Windows

Most AI tooling — CLI agents, scripts, tutorials — quietly assumes a Unix shell. That shapes the practical choice of dev environment.


	macOS is Unix-native. It ships with a real POSIX shell and the same git, ssh, and curl the rest of the dev world uses. Most agents and scripts “just work.”

	Windows is fully capable, but the smoothest path is WSL2 (Windows Subsystem for Linux): a real Linux environment inside Windows. Do your AI coding inside WSL2 rather than fighting native PowerShell quirks.

	Linux is the third member of the family and behaves almost exactly like macOS for these purposes — it is Unix, so the same agents and scripts run unchanged. If you’re already on it, you’re set.



A few gotchas to keep your work portable across all of them:


	Paths — /home/you/project versus C:\Users\you\project; backslashes and drive letters break scripts. WSL2 sidesteps most of this.

	Line endings — Windows uses CRLF, Unix uses LF. Mismatches cause noisy diffs and broken shell scripts; set core.autocrlf and a .gitattributes to normalize to LF.

	Case-sensitivity — macOS and Windows often treat File.ts and file.ts as the same; Linux and CI do not, so code that builds locally can fail in the cloud. Be consistent with casing in imports and filenames.

	Permissions — Unix file modes (chmod +x) don’t map cleanly onto Windows.



Whichever you’re on, ask the AI to keep commands portable — forward slashes, LF endings, consistent casing — so its scripts run the same on your laptop and in CI. When the AI hands you a one-liner that assumes a tool you don’t have, the fastest fix is often to tell it your OS and shell in the context file so it stops guessing.



TUI vs GUI

AI coding tools come in two shapes, and a productive vibe coder reaches for both. Terminal / TUI agents (Claude Code, Codex CLI, Aider) run in the terminal: fast, scriptable, and composable, great for automation and letting the AI work autonomously across many files. GUI / editor tools (Cursor, Windsurf, IDE extensions) live in a visual editor: discoverable, with inline diffs, click-to-accept, and a gentle on-ramp — easier for reviewing changes.









	
	TUI / terminal
	GUI / editor





	Speed
	Very fast, low overhead
	Slower, more UI



	Scriptable
	Yes — pipe, chain, automate
	Limited



	Visual diffs
	Plain text
	Rich, inline



	Discoverability
	Low (know the commands)
	High (clickable)



	Best for
	Automation, autonomy, power users
	Review, onboarding, visual work





You don’t have to pick one forever. The combination is the point: drive the bulk of the work through a fast TUI agent, then drop into a GUI for visual review or fine-grained edits. A common workflow is to let a terminal agent make the broad changes across many files, then open the GUI’s side-by-side diff to actually read and approve what it did — speed for the doing, clarity for the checking. Choose a comfortable primary, and remember the skills in this book transfer between them.



Harness Engineering

Habits are something you have to remember to do. The next rung in setting up your workspace is to make those checks something the AI can’t skip. That’s a harness.

Think of a harness as a security checkpoint that sits between the agent and the real world. At every dangerous step it does one of three things: record what happened, warn you, or block the action outright. Before a command runs, before a file is written, when a prompt is submitted, on commit, on push — there’s a gate. The agent can’t walk around it, the way you might forget to run the tests at 2am.

Every dangerous action the agent takes passes through the harness first, where each gate can record it, warn you, or block it before it ever reaches the real world:

   ┌─────────┐                                   ┌──────────┐
   │  AGENT  │                                   │   REAL   │
   │ action  │                                   │  WORLD   │
   └────┬────┘                                   └──────────┘
        │                                              ▲
        ▼                                              │
   ╔═══════════════ HARNESS (gate) ═══════════════╗    │
   ║                                              ║    │
   ║   ┌────────┐    ┌────────┐    ┌────────┐     ║    │
   ║   │ RECORD │    │  WARN  │    │ BLOCK  │     ║────┘
   ║   │  log   │    │ alert  │    │  stop  │     ║  allowed
   ║   └────────┘    └────────┘    └───┬────┘     ║
   ║                                   │          ║
   ╚═══════════════════════════════════╪══════════╝
                                       ▼
                                  ┌─────────┐
                                  │ DENIED  │
                                  └─────────┘

Why make it mandatory? The whole bet of vibe coding is “let the AI sprint, you steer.” That only pays off if the AI can’t drive off a cliff while you blink. A harness moves your safety from vigilance (reading every diff, remembering every rule) to code (rules enforced automatically). For anything you’d put in front of a real user, that’s not optional polish — it’s what makes the autonomy safe.

A good harness follows a few principles worth knowing:


	Success quiet, failure loud — it says nothing when things are fine, so a warning still means something.

	Never auto-fix — it proposes, blocks, or warns; it doesn’t silently “correct” the agent and hide the problem.

	Retire dormant rules before adding new ones — keep it lean and trusted, not a growing pile of stale checks.

	Config-driven — one engine, per-project settings, so it drops into any repo.

	Append-only logs — a tamper-evident record of what the agent actually did.



You don’t have to build this from scratch. There are ready-made, drop-in harnesses — dancinlab/harness is one project-agnostic engine you can wire to a coding agent’s tool lifecycle. Honestly: a harness doesn’t make the AI correct. It makes the AI’s mistakes cheap to catch — which, when you’re moving fast, is most of the battle.



Cost Safety: CLI vs API

One bill can ruin a project, and it rarely comes from hosting. It comes from a metered AI API. The tools you set up to code with day to day — Claude Code, Cursor, and the like — are usually a flat-rate subscription: the cost of one more prompt is effectively zero. The moment your app calls a raw AI API or SDK — an SDK (Software Development Kit) being the prepackaged code library a provider gives you to call its service — the economics flip: you’re billed per token, per request, with no ceiling. A buggy retry, an unbounded batch job, or an agent that loops can quietly turn a $0 idle bill into a four-figure surprise overnight. That’s “bill shock,” and it’s the most common way solo builders get burned.

Put a cage around any paid API before it ships:


	Set a hard spend cap in the provider dashboard — a real ceiling, not just an email alert.

	Prefer the flat-rate CLI for development; save the metered API for the production feature that truly needs it.

	Rate-limit your own calls — cap concurrency and requests per minute — and watch the usage dashboard the first few days.

	Use cheap/small models for bulk work, and test on tiny inputs first (one record, not the whole table).

	Never ship an unthrottled loop that calls a paid API. Bound every loop.



Make it a rule from the start: every paid API has a hard cap and a throttle.



Recap and Practice

Key takeaways


	A good workspace gives the AI context, a fast feedback loop, and cheap undo — the setup is the multiplier, often more than the model itself.

	A context file (AGENTS.md / CLAUDE.md) is the highest-leverage thing you can write: concrete rules, loud don’ts, and pointers to examples.

	Make version control a reflex — commit small, read the diff, branch for risky work — so nothing the AI does is truly irreversible.

	Keep the loop tight and let the agent close it: edit, run, read the failure, fix. Feed diagnostics (LSP, lint, typecheck) back to the AI.

	Cage every paid API with a hard cap and a throttle, keep secrets out of the repo, and use a harness to make safety checks something the AI can’t skip.



Try it

Open whatever project you’re working in (or scaffold an empty one) and write a first-draft AGENTS.md by hand: what the project is, the tech stack, the exact commands to run dev/test/lint, three real conventions, and at least two loud don’ts (e.g. “never read or print .env,” “don’t add dependencies without flagging it”). Then ask your AI tool to make a trivial change and watch whether it respects the file. Each time it does something you didn’t want, add or sharpen one line. You’re tuning the room, not just the code.

Prompt of the chapter

Read my project and help me write a concise AGENTS.md context file for it.

First, inspect the repo and tell me:
- the tech stack and versions you detect
- the commands for install / dev / test / lint / build
- the layout and where the entry point is

Then draft an AGENTS.md with these sections: What this is, Tech stack,
Commands, Conventions, and Don'ts. Be specific and concrete (name the
exact libraries and rules, not "follow our conventions"). State the don'ts
as loudly as the do's, and point to one existing file as a style example.
Keep it under ~40 lines — I'll prune from there.





Prompting Like an Engineer

[image: ]

The difference between a frustrating AI session and a productive one is rarely the model. It is the prompt. Most beginners treat the AI like a search engine — they type a vague wish and hope for the best. Senior engineers treat it like a sharp but literal junior teammate: someone fast and capable, but who will build exactly what you describe, including your mistakes.

This chapter is about closing that gap. You do not need to memorize tricks or collect a folder of “magic” prompt templates. You need to communicate the way a good engineer communicates a task: with context, constraints, and a clear definition of done. Everything below is a variation on that single skill.


Give Context Before You Give the Task

The AI cannot see your project the way you can. It does not know your framework version, your file structure, or the conventions you have already established. When you skip this, it guesses — and guesses badly. Worse, it guesses confidently, so the output looks plausible until it collides with your actual codebase.

Compare these two prompts for the same request.

Add a function to validate emails.

This is a TypeScript backend using Express and Zod for validation.
We already validate inputs with Zod schemas in src/schemas/.
Add an email validation schema in that style. Emails must be
lowercase, max 254 chars, and reject disposable domains from
the existing BLOCKED_DOMAINS list in src/config.ts.

The first prompt produces generic code that may use a regex you do not want, in a style that does not match your codebase. The second produces code you can paste in. The rule: state the stack, the conventions, and the existing pieces the AI should reuse.

A good prompt stacks these pieces in order, from the ground up — context at the base, the actual request near the top:

        ┌──────────────────────────────┐
        │   EXAMPLES                    │  one input → output
        ├──────────────────────────────┤
        │   CONSTRAINTS                 │  what NOT to do
        ├──────────────────────────────┤
        │   EDGE CASES                  │  empty, invalid, errors
        ├──────────────────────────────┤
        │   INPUTS / OUTPUTS            │  types and shapes
        ├──────────────────────────────┤
        │   GOAL                        │  one clear task
        ├──────────────────────────────┤
        │   CONTEXT                     │  stack, files, patterns
        └──────────────────────────────┘
              foundation first ▲

A useful mental checklist before you hit enter: language and framework (with version if it matters), the relevant files or modules, the patterns already in the project, and any libraries the AI should prefer or avoid. You do not need all four every time — but if the answer would change depending on one of them, name it. When in doubt, paste the actual signature, type, or config the new code has to fit against. A few lines of existing code teach the AI more about your conventions than a paragraph of description ever will.



Specify Inputs, Outputs, and Edge Cases

A task is not defined until its boundaries are defined. Senior engineers think in terms of “what goes in, what comes out, and what happens when things go wrong.” Bake that into the prompt.

Write a function to parse a date string.

Write a function parseDate(input: string): Date | null.

Inputs: ISO 8601 strings ("2026-06-14", "2026-06-14T10:30:00Z").
Output: a Date object, or null if the string is invalid.

Edge cases to handle:
- empty string or whitespace -> null
- valid format but impossible date (2026-02-30) -> null
- trailing garbage ("2026-06-14xyz") -> null

Do not throw. Return null for all invalid input.

When you name the edge cases, the AI handles them. When you do not, it writes the happy path and you discover the gaps in production. The same discipline applies beyond pure functions: for an endpoint, specify the success response and the error responses (what status code on a duplicate email? on a malformed body?). For a UI component, specify the empty state and the loading state, not just the populated one. The interesting behavior of most software lives at its edges, so that is where your prompt should spend its words.

If you are not sure what the edge cases are, ask the AI first: “What edge cases should a date parser handle?” — then feed the answer back as constraints. This turns the model from a code generator into a checklist generator, and reviewing a checklist is faster than debugging the cases you forgot.



Work in Small Steps

The single most common mistake is asking for too much at once. “Build me a user dashboard with auth, charts, and a settings page” will produce a wall of code you cannot review, with bugs spread across files you did not read.

Small steps keep you in control:


	Ship one function, component, or endpoint per prompt.

	Verify each piece works before moving on.

	Build on confirmed-working code, not a tower of unverified output.



Build the whole authentication system with login, signup,
password reset, sessions, and email verification.

Step 1 of the auth flow: write just the signup endpoint.
POST /signup taking { email, password }. Hash the password
with bcrypt, store the user, return 201 with the user id.
Assume the User model and db client already exist (I'll show
you their shapes). We'll handle login next.

Smaller prompts mean smaller diffs, and smaller diffs mean you can actually read what changed. That is the whole game. There is a second payoff too: when something breaks, a small step is trivial to bisect. If you generated and verified the signup endpoint, then the session logic, then password reset, a bug that appears after step three almost certainly lives in step three. Big-bang generation throws away that signal — the bug could be anywhere in four hundred lines you never read.



Ask for a Plan Before Code

For anything non-trivial, separate thinking from typing. Ask the AI to outline its approach first. This catches wrong assumptions before they become 200 lines of wrong code, and it is far cheaper to fix a plan than a pull request.

I want to add rate limiting to my API. Before writing any code,
give me a short plan: where the limiter should live, what
storage it needs, what happens when a limit is hit, and any
tradeoffs. Don't write code yet — I'll approve the approach first.

When the plan looks right, say “good, implement step 1.” When it does not, you have spent thirty seconds correcting course instead of an hour untangling code. Planning first is the habit that most separates engineer-style prompting from wishful prompting.

The plan stage is also where you catch the AI choosing a heavier solution than you need — reaching for Redis when an in-memory map would do, or hand-rolling something a one-line library call already solves. Read the plan with one question in mind: is this the simplest thing that could work? If the approach smells over-engineered, push back in plain words (“this is a hobby project with one server — can we skip the distributed store?”) before a single line is written.



Iterate on Diffs, Not Rewrites

Once code exists, resist the urge to ask for the whole thing again. Vague follow-ups like “make it better” throw away working code and reintroduce bugs you already fixed. Point at the specific change you want.

That's not right, rewrite the whole thing.

The function works, but two issues:
1. The error on line with `throw new Error` should return a
   Result type instead of throwing — match the pattern in
   the validateUser function above.
2. The loop re-reads `items.length` each iteration; hoist it.

Show me just the diff for those two changes.

The healthy cycle is a tight loop: prompt the model, read the output, then refine with a small targeted diff — never a full rewrite — until it is right:

   ┌─────────┐     ┌─────────┐     ┌─────────┐
   │ PROMPT  │ ──▶ │  MODEL  │ ──▶ │ OUTPUT  │
   └─────────┘     └─────────┘     └────┬────┘
        ▲                               │
        │                               ▼
        │                          ┌─────────┐
        │         good?            │ REVIEW  │
        │   yes ◀──────────────────┤  diff   │
        │                          └────┬────┘
        │                               │ no
        │      refine (small diff)      │
        └───────────────────────────────┘
                                    drift? ▶ reset to last good

Asking for a diff (rather than a full rewrite) keeps changes reviewable and preserves the parts that already work. Treat the AI’s output like a colleague’s pull request: comment on specific lines, request targeted edits. When a change goes sideways and the code drifts further from what you wanted with each reply, do not keep patching — reset to the last version you trusted and re-prompt from there with a sharper description. Iterating forward on a broken base just compounds the mess.



Provide Examples

One concrete example is worth a paragraph of description. If you want output in a particular shape, show the shape. This is the fastest way to eliminate ambiguity.

Format the data nicely.

Transform this array of users into a summary object.

Input:
  [{ name: "Ann", role: "admin" }, { name: "Bo", role: "user" }]

Desired output:
  { total: 2, byRole: { admin: ["Ann"], user: ["Bo"] } }

Write the transform function and a test matching this example.

Examples pin down naming, structure, and casing that words alone leave fuzzy. When you can, include the example as a test — then “make the test pass” becomes an unambiguous instruction. The trick generalizes: a sample response from an API (Application Programming Interface — the way one program requests data from another) pins down a parser, a before/after pair pins down a refactor, a screenshot or ASCII sketch pins down a layout. Whenever you catch yourself writing a long description of a shape, stop and show one instance of the shape instead.



Tell the AI What Not to Do

Constraints are not just about the result you want — they are also about the moves you want the AI to avoid. Left unconstrained, models drift toward adding dependencies, “helpfully” refactoring code you did not ask them to touch, and inventing features around the edges of your request. A few negative constraints keep the output tight.

Add a debounce to the search input.

Add a debounce to the search input.

Constraints:
- No new dependencies — we already have lodash, use that.
- Touch only SearchBar.tsx. Do not refactor the parent.
- Keep the existing prop names and types unchanged.
- 300ms delay.

The second prompt forecloses a dozen ways the first could go wrong. Negative constraints are especially valuable in an existing codebase, where the cost of an unrequested change is not just reviewing it — it is the merge conflict, the surprised teammate, and the regression in code that was working fine. If there is a line you do not want crossed, say so explicitly; the AI will not infer your boundaries from politeness.



Manage Context Like a Resource

A long conversation is not free. As a thread grows, earlier instructions get buried, the model leans harder on recent messages, and details you stated twenty turns ago quietly stop mattering. Picture the context window as a fixed-size box: as the conversation grows it fills up, and your earliest instructions get pushed toward the bottom where the model pays them the least attention:

   early turn                 long conversation
   ┌──────────────┐           ┌──────────────┐
   │ SPEC (clear) │           │ chatter      │ ◀ recent (heeded)
   │              │           │ chatter      │
   │              │           │ fix attempt  │
   │              │           │ old code v3  │
   │              │   ───▶     │ old code v2  │
   │              │           ├──────────────┤
   │              │           │ SPEC (buried)│ ◀ ignored
   └──────────────┘           └──────────────┘
                              │ XXXXXXXXXXXX │ ◀ pushed out
                              └──────────────┘

Treat the context window as a working surface you are responsible for keeping clean, not an infinite memory.

A few habits help:


	Restate the spec when you pivot. Do not assume a requirement from ten messages back still holds. Summarize the current target in one short paragraph and let the AI work from that.

	Start fresh for a new problem. When you switch from the auth code to a CSS (Cascading Style Sheets — the language that controls how a page looks) bug, open a new conversation. Dragging unrelated context along makes the model worse, not better.

	Paste the current code, not the history. If a function has changed five times, the AI does not need the five old versions — it needs the one that exists now. Give it the present state and the next change.

	Keep a short source of truth outside the chat. For a longer task, a few lines in a file (“stack, key decisions, what’s done, what’s next”) let you re-seed a fresh conversation in seconds instead of reconstructing it from a scroll-back.



The goal is the same one running through this whole chapter: at every moment, the AI should be working from an accurate, compact picture of the task — not a sprawling transcript it has to guess its way through.



Common Anti-Patterns to Avoid

These are the prompting habits that quietly waste your time. Watch for them in your own sessions.


	The vague wish. “Make a good login page.” Good by whose standard? Replace adjectives with specifics: which fields, which validation, which framework.

	The mega-prompt. Dumping an entire feature in one message. Break it into steps you can verify one at a time.

	The silent context. Assuming the AI remembers or knows your project. Restate the relevant files, types, and conventions — especially in a fresh conversation.

	The blind accept. Pasting generated code without reading it. The AI is confident even when wrong; you are still the engineer of record.

	The endless retry. Re-running “try again” hoping for different output. If two attempts fail, the prompt is the problem — add context or constraints, do not just reroll.

	The moving target. Changing requirements mid-thread without restating them. Summarize the current spec when you pivot, so the AI is not working from a stale picture.

	The flattery loop. Accepting “You’re absolutely right!” as evidence the fix is correct. Agreement is not verification — run the code and check the behavior yourself.





The Core Mindset

Every technique here reduces to one idea: say what you would have to say to a competent teammate who cannot read your mind. Context up front. Clear inputs and outputs. Small, verifiable steps. A plan before the code. Targeted edits over rewrites. Examples where words fall short. Explicit limits on what not to touch. A clean, current picture of the task at all times.

You are not writing magic incantations. You are writing a spec, briefly and precisely, and then reviewing the result. Do that consistently and the AI stops feeling like a slot machine and starts feeling like the fast, tireless engineer it can actually be — and, just as important, you stay the person who understands what shipped.



Recap and Practice

Key takeaways


	Give context before the task: state the stack, conventions, and existing pieces to reuse — or paste the actual signature the code must fit.

	Define the boundaries: inputs, outputs, and edge cases. The interesting behavior of software lives at its edges, so spend your words there.

	Work in small, verifiable steps and ask for a plan before code; it’s far cheaper to fix a plan than a pull request.

	Iterate on targeted diffs, not full rewrites, and use concrete examples (ideally as tests) to pin down anything words leave fuzzy.

	Manage the context window as a resource, and say what not to do — explicit negative constraints keep the output tight.



Try it

Take a vague one-line request you might normally type (“add search to the list”) and rewrite it as an engineer’s prompt before sending anything. Add the context (stack, the file it touches), the inputs/outputs, two or three edge cases, one example of the desired result, and one negative constraint (what not to touch). Send the rewritten version and compare it to what the lazy version would have produced. Do this for three real requests and the upgrade becomes automatic.

Prompt of the chapter

Context: <language + framework + version>, working in <file/module>.
We already <relevant existing pattern or library to reuse>.

Task: <one clear thing to build>.

Inputs / outputs: <types and shapes>.
Edge cases to handle: <list the ones that matter>.
Example: <one concrete input -> expected output>.

Constraints:
- No new dependencies — use <what we already have>.
- Touch only <this file>; don't refactor anything else.
- Keep existing names and signatures unchanged.

Before coding, give me a 3-4 line plan and wait for my "go".





From Idea to Spec in Minutes
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Every project starts as a fuzzy thought: “I want an app that helps me track my reading.” That’s a fine seed, but you can’t build from it directly — and neither can your AI. A vague idea handed to an AI produces vague software: features you didn’t ask for, missing pieces you did, and a pile of code you don’t understand.

The fix is a spec — a short, plain-language document that says what you’re building and what you’re not building. The good news: with AI as your thinking partner, you can go from a one-line idea to a buildable spec in minutes, not days. This chapter shows you how.

To be clear about what a spec is not: it’s not a contract, it’s not a design document you’ll defend in a meeting, and it’s not something you write once and freeze. It’s a working note to yourself and your AI. You’ll edit it as you learn. The goal isn’t a perfect document — it’s a good-enough one that makes the next hour of building clearer than the last.


Why a Spec, Not Just Vibes

Vibe coding doesn’t mean skipping planning. It means doing planning fast and lightly, then directing the AI to execute. A spec is the steering wheel. Without it, the AI guesses at your intent on every prompt, and small misunderstandings compound into a mess.

A spec gives you three things:


	Shared context — you can paste it into any AI session and instantly re-establish what you’re building.

	A scope boundary — a written line between “in” and “out” that stops feature creep.

	A task list — buildable chunks the AI can complete one at a time.



A spec works like a funnel: it takes a wide, fuzzy idea and narrows it, step by step, into small chunks the AI can actually build.

        ┌─────────────────────────┐
        │          IDEA           │   fuzzy, one line
        └───────────┬─────────────┘
                    ▼
          ┌───────────────────┐
          │       SPEC        │   problem · scope · stories
          └─────────┬─────────┘
                    ▼
            ┌───────────────┐
            │     TASKS     │   small, ordered steps
            └───────┬───────┘
                    ▼
              ┌───────────┐
              │   BUILD   │   one chunk at a time
              └───────────┘

It doesn’t need to be long. One page is plenty for most projects. In fact, a spec that grows past two pages is usually a warning sign: you’re either planning too far ahead or quietly expanding scope. When in doubt, cut. The parts you delete are rarely missed, and the parts you keep get sharper.



Step 1: Clarify the Problem

Before features, name the problem and the person who has it. Resist jumping to solutions. A clear problem statement keeps every later decision honest.

Ask yourself (or ask the AI to interview you):


	Who is this for? (Be specific — “me,” “indie makers,” “my running club.”)

	What painful thing are they doing today without this?

	What does success look like in one sentence?



You can let the AI do the digging. Try this prompt:

I have a rough idea: a web app to track books I'm reading.
Act as a product thinking partner. Ask me 5 sharp questions,
one at a time, to clarify the problem, the target user, and what
"done" looks like. Don't propose features yet — just interrogate
the idea until it's concrete.

Answering five good questions usually sharpens a vague idea into something real. The trick is to let the AI push back instead of agreeing with everything. If it asks “Do you need to sync across devices?” and your honest answer is “no, just my laptop,” you’ve just deleted a backend, an auth system, and weeks of work — before writing a line of code. That’s the whole point: the cheapest place to cut a feature is in a conversation, not in a codebase.

Watch for the moment your answers stop being “um, I guess so” and start being “yes, exactly that.” That shift is the signal you’ve found the real problem and can move on.



Step 2: Define Scope and Non-Goals

This is the most valuable and most skipped step. Non-goals — the things you are deliberately not building — protect you from an AI that loves to add “helpful” extras.

For our book tracker, scope might be:


	In scope: add a book, mark it as reading/finished, see a list, rate finished books.

	Out of scope (non-goals): social features, recommendations, importing from Goodreads, mobile app, user accounts.



Picture two columns: everything you commit to building on the left, everything you deliberately skip on the right. The line between them is the boundary that keeps v1 small.

┌───────────────────────┬───────────────────────┐
│       IN SCOPE        │       NON-GOALS       │
├───────────────────────┼───────────────────────┤
│  Add a book           │  Social features      │
│  Mark reading/done    │  Recommendations      │
│  See a list           │  Goodreads import     │
│  Rate finished books  │  Mobile app           │
│                       │  User accounts        │
└───────────────────────┴───────────────────────┘
   build now  ◀───────────────────▶  not now

Writing non-goals down does two jobs. It keeps your first version small enough to actually finish, and it gives you a sentence to paste when the AI drifts: “Remember, accounts are a non-goal for v1 — don’t add login.”

A non-goal isn’t “never” — it’s “not now.” Listing user accounts as a non-goal doesn’t mean your app will never have them. It means they’re not part of this version, so you don’t pay their cost today. This reframing matters: it lets you say no to a feature without feeling like you’re abandoning a good idea. You’re just sequencing. Most of the items in your non-goals list are really a v2 backlog in disguise, and that’s fine — write them somewhere and move on.



Step 3: Write User Stories

User stories turn scope into testable behavior. The format is simple:


As a [user], I want to [action], so that [benefit].



For the book tracker:


	As a reader, I want to add a book by title and author, so that I can start tracking it.

	As a reader, I want to mark a book as finished, so that I can see my progress.

	As a reader, I want to rate a finished book 1–5 stars, so that I remember what I liked.



Each story is a unit you can build and verify independently. If you can’t picture how you’d test a story by clicking around the app, it’s too vague — split it or rewrite it.

The so that clause is the part people drop, and it’s the most important. “As a reader, I want a search box” tells the AI what to build but not why, so it can’t make good trade-offs. “As a reader, I want to find a book in my list by typing part of its title, so that I don’t have to scroll through dozens of entries” tells it the actual job — and now a simple filter-as-you-type might beat a heavyweight search engine. The benefit is the spec for the spec: it explains the feature well enough that the AI (and future-you) can tell a good implementation from a wrong one.



Step 4: Draft a Lightweight PRD

A PRD (Product Requirements Document) is just your decisions in one place. It has a predictable skeleton — the same handful of sections every time:

PRD
├─ Problem        why this exists
├─ User           who it's for
├─ Goal           what it does, in one line
├─ In Scope       what v1 includes
├─ Non-Goals      what v1 skips
├─ User Stories   as a __, I want __, so that __
├─ Data Model     the fields you store
└─ Done When      the acceptance test

Keep it tiny. Here’s a complete starter PRD you could hand to an AI:

# Book Tracker — Mini PRD

## Problem
I read a lot but lose track of what I've finished and what I thought of it.

## User
Me (a single user). No accounts needed for v1.

## Goal
A simple web app to add books, track reading status, and rate finished ones.

## In Scope (v1)
- Add a book (title, author)
- Set status: To Read / Reading / Finished
- List all books, filterable by status
- Rate finished books 1–5 stars

## Non-Goals (v1)
- User accounts / login
- Social features, sharing, recommendations
- Importing from other services
- Mobile / native apps

## Tech (keep it simple)
- Single-page web app
- Local browser storage (no backend for v1)

## Done When
I can add a book, change its status, rate it, and see my list
persist after a page refresh.


Notice the “Done When” line. That’s your acceptance test — a concrete way to know you’ve shipped v1. Always include one. A good “Done When” is something you can physically perform: click here, type this, refresh, see that. If your done condition reads like a feeling (“when it’s polished,” “when it feels good”), it will never be done, because there’s nothing to check against. Make it a script you could hand to a stranger.

You don’t have to write the PRD by hand. A useful move is to feed your answers from the earlier steps back to the AI and let it assemble the draft, then you edit. The point of editing rather than accepting wholesale is that you have to understand and agree with every line — this document is the source of truth you’ll keep pasting back, so an error here gets copied into every session that follows.



Step 5: Sketch the Data Model

Most apps are really about data: what you store and how the pieces relate. A quick data model sketch saves you from confused, inconsistent code later. You don’t need a database diagram — a list of fields is enough.

For the book tracker, there’s one main thing — a Book:

Book
- id: unique string
- title: string
- author: string
- status: "to_read" | "reading" | "finished"
- rating: number 1–5 (only if finished)
- addedAt: date

Even this tiny sketch makes decisions explicit: ratings only exist for finished books, status is one of three fixed values, and every book has an id. When you hand this to the AI, it stops guessing field names and builds consistently.

The reason to nail this down early is that field names leak everywhere. Once the AI writes code that reads book.rating, that name shows up in the form, the list view, the storage layer, and any later feature you add. If you let it drift — rating in one place, stars in another, score in a third — you get bugs that are tedious to chase. A six-line data model is the cheapest insurance against that.

A short, copy-pasteable spec block tends to work better than prose for the AI. Here’s the same model written as a prompt you’d actually send:

Use this exact data shape for a book. Don't add fields I didn't list,
and don't rename these:

Book {
  id        — unique string, generated on creation
  title     — string, required
  author    — string, required
  status    — one of: "to_read" | "reading" | "finished"
  rating    — integer 1–5, present ONLY when status is "finished"
  addedAt   — ISO date string, set when the book is added
}

If you think a field is missing, ask me before adding it.

That last line — ask me before adding it — is doing real work. It turns the AI from a guesser into a collaborator and keeps the data model yours.



Step 6: Break the Spec Into Vibe-Sized Tasks

The final move is to slice your spec into tasks the AI can execute one at a time. A vibe-sized task is small enough that you can review the result in a minute and know whether it worked. If a task takes the AI several files and you can’t tell if it’s right, it’s too big.

Good tasks for the book tracker:


	Set up the basic page layout with a header and an empty book list.

	Build the “add a book” form (title + author) that appends to the list in memory.

	Add status (To Read / Reading / Finished) with a dropdown to change it.

	Save the list to browser local storage so it survives a refresh.

	Add a rating control that appears only for finished books.

	Add status filter buttons above the list.



Each task maps to a user story or PRD line, builds on the last, and ends in something you can see working. That’s the rhythm of vibe coding: small task, run it, verify, next.

You can even have the AI generate this breakdown for you:

Here is my mini PRD and data model [paste them].
Break this into 6–8 small, ordered build tasks. Each task should
be independently testable and build on the previous one. Keep each
task to something I can verify by clicking around the app.



Keep the Spec Alive

The spec isn’t a monument you build once and admire. It’s a living document, and the most common mistake is treating it as fixed. As you build, you’ll learn things the planning stage couldn’t tell you: a feature is harder than expected, a non-goal turns out to be essential, a user story was secretly two stories. When that happens, edit the spec first, then tell the AI to follow the new version. The spec leads; the code follows.

A few habits keep it honest:


	Update it the moment a decision changes. A spec that says one thing while your code does another is worse than no spec — it actively misleads the next AI session.

	Cross tasks off as you finish them. The task list doubles as a progress tracker. Seeing six of eight items checked is its own kind of momentum.

	Move surprises into non-goals or a “later” list instead of just doing them. If a tempting feature shows up mid-build, write it down and keep going. You can decide later whether it earns a place in v1.



This is the discipline that separates “I built a thing” from “I built the thing I meant to.” The spec is how you stay the author of your project instead of a passenger in it.



A Common Trap: Specifying Solutions, Not Problems

One failure mode is worth calling out on its own, because it’s so easy to fall into. When you sit down to write a spec, the temptation is to describe the solution you’ve already pictured — “a sidebar with tabs,” “a modal that pops up,” “a Postgres table.” But a spec full of solutions quietly locks in decisions you haven’t earned yet.

Compare these two lines:

Bad:  Add a left sidebar with collapsible sections for each book status.
Good: Let me see my books grouped by status without losing the full list.

The first sentence has already chosen a sidebar, collapsible sections, and a layout — before anyone has confirmed those are the right calls. The second states the job to be done and leaves the AI (and you) free to find the simplest thing that satisfies it, which might just be three filter buttons. Describe the outcome you want; let the implementation stay negotiable for as long as possible. Solutions are cheap to change in a spec and expensive to change in code.



The Payoff

You now have a problem statement, scope and non-goals, user stories, a one-page PRD, a data model, and an ordered task list — the entire foundation of a real project, drafted in minutes with the AI as your sounding board.

None of this required you to know how to code. It required you to know what you wanted and to think clearly for a few minutes — and the AI handled the rest of the thinking out loud with you. That’s the real shift: you’re not writing software yet, you’re writing the intent, and good intent is most of the battle.

Keep this spec in a file in your project (many people use a SPEC.md or PRD.md). It becomes the document you paste into fresh AI sessions to re-anchor context, and the checklist you work down one vibe-sized task at a time. In the next chapter, we’ll take the first task and actually build it.



Recap and Practice

Key takeaways


	A spec is a short, plain-language working note — what you’re building and what you’re not — not a contract you freeze; one page is plenty.

	Clarify the problem and the person before features, and write down non-goals: they’re your sharpest defense against an AI adding “helpful” extras.

	User stories with a so that clause and a tiny PRD with a concrete “Done When” line turn intent into testable, buildable behavior.

	Pin down the data model early — field names leak everywhere — and slice the spec into vibe-sized tasks you can verify one at a time.

	Describe the problem, not the solution; outcomes stay cheap to change in a spec and expensive to change in code. Keep the spec alive as you learn.



Try it

Take any idea you’ve been sitting on and turn it into a one-page spec in a single AI session. Have the AI interview you with five sharp questions first, then write — in your own words — the problem, the user, three user stories (each with a so that), an explicit non-goals list, a six-line data model, and one “Done When” line you could physically perform. Save it as SPEC.md. The test of a good spec: you could paste it into a brand-new chat tomorrow and the AI would know exactly what to build.

Prompt of the chapter

I have a rough idea: <one-line description>.

Act as my product thinking partner. First, ask me 5 sharp questions,
one at a time, to clarify the problem, the target user, and what "done"
looks like. Don't propose features yet.

After I answer, draft a one-page spec with these sections:
- Problem  - User  - Goal
- In Scope (v1)  - Non-Goals (v1)
- User stories (each "As a __, I want __, so that __")
- Data model (a short list of fields)
- Done When (a concrete, physically-performable acceptance test)

Keep it tight — under one page. If something is ambiguous, ask before
assuming. I'll edit the draft until I agree with every line.





Choosing Your Stack: Languages at a Glance
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When you direct an AI to build software, the language you pick still matters — a lot. The AI writes the code, but you live with the consequences: how fast you ship, how easy it is to deploy, how often you hit a wall. The good news is that you don’t need to master any of these languages. You need to know enough to make a sane choice and to recognize when the AI is steering you somewhere painful.

This chapter walks through the languages worth caring about, what each is genuinely good at, where it bites, and — crucially for vibe coding — how well AI assistants handle it. We’ll end with a dead-simple guide for picking by goal.

A note before we start: AI assistants are much better at popular languages with mountains of public code than at niche ones. This isn’t a small effect. It’s often the single biggest factor in whether your project goes smoothly. Popularity is a feature. When a language and its main frameworks show up millions of times in public repositories, the AI has seen every common pattern, every typical error, and every idiomatic fix. When they don’t, you’re paying for that scarcity in failed attempts and confident-sounding nonsense.

Before the language names, one picture worth holding in your head: code you write is never what the machine actually runs. Something in the middle turns your text into running software — either a compiler (translates everything ahead of time into a file you run) or an interpreter (reads and runs it line by line). The language you pick decides which path you’re on.

   YOU                 THE MIDDLE                   THE MACHINE
 ┌────────┐                                        ┌──────────┐
 │ source │──┬──▶ COMPILER ──▶ binary file ──────▶ │ runs on  │
 │  code  │  │   (Go, Rust)    (one file)          │   CPU    │
 │ (text) │  │                                     │          │
 └────────┘  └──▶ INTERPRETER ──reads line ──────▶ │  prints  │
                  (Python, JS)   by line           │  output  │
                                                    └──────────┘
   compiled = translate first, run later
   interpreted = translate while running


JavaScript / TypeScript

This is the default for most vibe coding, and for good reason. It runs everywhere — browsers, servers (Node.js), edge functions — and it’s the language of the entire web frontend. TypeScript is JavaScript with a type system bolted on, and you should almost always prefer TypeScript: the types catch mistakes early and, importantly, give the AI guardrails that make its output more reliable. A typed function signature is a contract the assistant can read; without it, the AI is guessing what shape your data takes, and guessing is where bugs hide.


	Good at: web apps (frontend and backend), anything users click on in a browser, quick prototypes, full-stack projects in one language, serverless/edge deployment.

	Where it hurts: the ecosystem moves fast and breaks things; dependency sprawl is real (a tiny app can pull in hundreds of packages); plain JavaScript’s looseness lets subtle bugs slip through — another reason to use TypeScript.

	Typical use cases: SaaS (Software as a Service — software you rent online instead of installing) dashboards, landing pages, e-commerce, real-time apps, browser extensions, anything you deploy to Vercel, Netlify, or Cloudflare.

	AI handling: excellent. This is the most-represented language in training data. Assistants write React, Next.js, and Node confidently and rarely get stuck. If you have no strong reason to choose otherwise, start here.



One concrete trade-off worth knowing: the speed that makes JavaScript great for prototyping is the same speed that makes it churn. A tutorial from eighteen months ago may already use a deprecated API, and the AI — trained on a snapshot of the past — will sometimes hand you yesterday’s pattern. When something it writes doesn’t work, the cause is often that the library moved on. The fix is usually to tell it the version you’re on and ask it to check current docs. This is a tax you pay for living in the most active ecosystem on earth, and for most projects it’s worth paying.



Python

Python reads almost like English, which makes it the friendliest language for beginners and the lingua franca of data, scripting, and AI itself. If your project touches machine learning, data analysis, automation, or scientific computing, Python is usually the answer.


	Good at: AI/ML, data processing, automation scripts, backend APIs (an API, or Application Programming Interface, is the doorway one program uses to talk to another), glue code, anything where libraries already exist (and for Python, they usually do).

	Where it hurts: slow at raw number-crunching unless you lean on libraries written in C under the hood; “dependency hell” with virtual environments and package versions confuses newcomers; not for browser frontends.

	Typical use cases: scraping, data pipelines, ML experiments, Discord/Telegram bots, internal tools, REST (Representational State Transfer — a common style for those API doorways) APIs (FastAPI, Django, Flask).

	AI handling: excellent, on par with JavaScript. Assistants are extremely fluent in Python and its major libraries. A great default for non-web projects.



The one place Python reliably trips up newcomers is the environment, not the language. A script that runs fine for the AI in one folder fails in another because the packages live in a virtual environment that wasn’t activated, or because two projects want different versions of the same library. None of this is your code’s fault, and none of it is hard once you’ve seen it — but it’s the most common “why won’t it just run” moment in Python. Ask the AI to set up a virtual environment and a requirements.txt (or use a tool like uv or Poetry) from the start, and most of the pain disappears.



Go

Go was designed at Google to be simple, fast, and easy to deploy. It compiles to a single self-contained binary you can drop on a server with no runtime to install. It deliberately leaves out fancy features, which keeps codebases boring in the best way — and boring is easy for both humans and AI to reason about.


	Good at: fast backend services, command-line tools, networking, anything that needs to handle lots of concurrent connections, simple deployment.

	Where it hurts: verbose error handling (you’ll see if err != nil everywhere); not a frontend language; the deliberate simplicity can feel limiting if you want expressive shortcuts.

	Typical use cases: APIs, microservices, CLIs (a CLI, or Command-Line Interface, is a text-only way to run programs by typing commands), infrastructure tooling, high-traffic backends.

	AI handling: very good. Go’s small, consistent feature set means there’s a “right way” to do most things, and assistants follow it well. Less training data than JS/Python, but the simplicity compensates.



Go’s killer feature for a solo builder is that single binary. There’s no “install Node and these forty packages on the server” dance, no runtime version mismatch between your machine and production. You build, you copy one file, you run it. That alone makes deployment dramatically less error-prone — which matters a lot when you’re vibe coding and don’t want to debug infrastructure. The verbosity is the cost: code that would be three lines in Python becomes eight in Go. But those extra lines are predictable, and predictable is exactly what an AI handles well.



Rust

Rust gives you C-level speed with a compiler that refuses to let you write whole categories of memory bugs. The trade-off is a famously strict compiler and a steep learning curve. For vibe coding, Rust is a double-edged sword: the AI writes it, but Rust’s strictness means the compiler will reject code more often, leading to more back-and-forth fix cycles.


	Good at: performance-critical software, systems programming, game engines, WebAssembly, command-line tools where speed matters, anything where correctness and safety are paramount.

	Where it hurts: steep learning curve; slow compile times; the “borrow checker” frustrates beginners; overkill for most web apps and scripts.

	Typical use cases: high-performance backends, CLI tools, WASM (WebAssembly) modules, embedded-ish systems, infrastructure where every millisecond counts.

	AI handling: good but bumpier. Assistants know Rust well, but the strict compiler surfaces errors that need iteration. Expect more “fix the error, try again” loops than with Python or JS. Choose Rust when performance or safety genuinely justifies the friction — not by default.



There’s a subtle upside to Rust’s strictness that’s easy to miss: the compiler is a free, ruthless reviewer. When an AI writes sloppy JavaScript, the bug ships and bites a user at runtime. When an AI writes sloppy Rust, the compiler usually catches it before the program ever runs. The extra fix-loops feel like friction, but a chunk of them are the compiler stopping a real bug. The honest question to ask before reaching for Rust is whether you actually need the speed or safety, or whether you’ve been told you should want them. For a first project, you almost never do.



A Quick Word on the Others

You’ll run into these, and sometimes one is exactly right:

It helps to picture where each language tends to live. Software has layers — what runs in the browser (frontend), what runs on a server (backend), what runs on a phone (mobile) — and most languages have a home turf:

        ┌──────────────────── WHERE CODE RUNS ────────────────────┐
        │                                                          │
   FRONTEND               BACKEND                MOBILE            │
   (browser)              (server)               (phone)           │
        │                    │                      │              │
   ┌────┴────┐        ┌──────┴──────┐         ┌─────┴─────┐        │
   │ JS / TS │        │ JS / TS     │         │ Swift     │ iOS    │
   │ (the    │        │ Python      │         │ Kotlin    │ Android│
   │  only   │        │ Go          │         │ JS / TS   │ (React │
   │  real   │        │ Rust        │         │           │ Native)│
   │ option) │        │ Java / C#   │         └───────────┘        │
   └─────────┘        │ PHP / Ruby  │                              │
                      └──────┬──────┘                              │
                             │                                     │
                        ┌────┴────┐                                │
                        │   SQL   │  ◀── the database, talked to    │
                        │(database)│      from any backend above    │
                        └─────────┘                                │
        └──────────────────────────────────────────────────────────┘


	Java / C#: the workhorses of large enterprises. Mature, stable, heavily tooled, and ideal for big corporate backends and Android (Java/Kotlin) or Windows/.NET ecosystems (C#). AI handles both well. As a solo vibe coder you rarely need them unless you’re working within an existing enterprise stack or building for Android/Windows specifically.

	Swift / Kotlin: the native languages for iOS (Swift) and Android (Kotlin) apps. If you’re shipping a real mobile app to the App Store or Play Store, you’ll likely touch these. AI support is solid but weaker than for web languages, and mobile development carries extra friction (devices, app store rules, build tooling).

	PHP / Ruby: the old guard of the web, and still quietly running a huge slice of it. PHP powers WordPress and therefore a large fraction of all websites; Ruby on Rails remains a fast, opinionated way to build a database-backed app. Both have plenty of training data, so AI handles them well — but they’re rarely the first thing a newcomer reaches for today, and you’d typically pick them because you’re working in an existing codebase rather than starting fresh.

	SQL (Structured Query Language): not a general-purpose language, but you’ll meet it the moment your app stores data. Think of it as the language you use to ask a database questions — “give me every user who signed up this week.” SQL queries databases. You don’t choose SQL instead of the others — it lives alongside whatever you pick. The good news: AI is excellent at writing SQL, so you can describe what data you want in plain words and let it produce the query.





Comparison at a Glance










	Language
	Best for
	Watch out for
	AI fluency





	JavaScript/TypeScript
	Web apps, full-stack, edge
	Dependency sprawl, fast churn
	Excellent



	Python
	AI/ML, data, scripts, APIs
	Slow at raw compute, env setup
	Excellent



	Go
	Fast backends, CLIs, services
	Verbose, not for frontend
	Very good



	Rust
	Performance, safety, WASM
	Steep curve, more fix loops
	Good (bumpier)



	Java/C#
	Enterprise, Android, .NET
	Heavy, often overkill solo
	Very good



	Swift/Kotlin
	Native iOS / Android apps
	Mobile friction, weaker AI
	Good



	PHP/Ruby
	WordPress, Rails, existing webapps
	Dated defaults, legacy baggage
	Very good



	SQL
	Talking to databases
	Lives alongside, not instead
	Excellent







The Real Cost of an Exotic Choice

It’s tempting to pick a language because it’s elegant, or fast, or because someone you respect swears by it. For vibe coding specifically, that instinct can quietly sink a project. Here’s why: every hour you spend wrestling a niche language’s tooling, or untangling AI output that’s subtly wrong because the model has seen too few examples, is an hour you didn’t spend shipping. The exotic choice rarely fails loudly. It fails as a slow drip of extra fix-loops, missing libraries, and Stack Overflow answers that don’t exist.

Concretely, the penalty shows up in three places. First, the AI is less fluent, so it makes more mistakes and is worse at fixing them — and you, not knowing the language, can’t tell good code from bad. Second, the ecosystem is thinner, so the library you need may not exist, may be abandoned, or may have no examples to copy. Third, when you get stuck, the web is quieter: fewer tutorials, fewer answered questions, fewer people who’ve hit your exact wall. With Python or TypeScript, all three of those are non-problems.

None of this means exotic languages are bad. It means the burden of proof is on the exotic choice. If you have a concrete, specific reason — you genuinely need Rust’s speed, you’re forced into Swift by the App Store, you’re extending an existing Go service — then pay the cost with open eyes. If the reason is “it seemed cool,” pick the popular option and ship something. You can always rewrite later, and you almost never will, because the popular choice will have done the job.



Pick by Goal

Skip the agonizing. Match your goal to a row and move on — you can always change course later, and for a first project, momentum beats optimization.

Here is the whole decision as one tree. Start at the top, answer each question, and follow the branch to your stack:

                  ┌─────────────────────────┐
                  │  What are you building?  │
                  └────────────┬────────────┘
        ┌──────────────┬───────┼────────┬──────────────┐
        ▼              ▼       ▼         ▼              ▼
   ┌─────────┐  ┌───────────┐ ┌─────┐ ┌────────┐ ┌────────────┐
   │ Website │  │ AI / data │ │ API │ │ Mobile │ │ Max speed  │
   │ web app │  │ automation│ │backend│ │  app  │ │ / systems  │
   └────┬────┘  └─────┬─────┘ └──┬──┘ └───┬────┘ └─────┬──────┘
        ▼             ▼          ▼        ▼            ▼
   ┌─────────┐  ┌──────────┐ ┌──────┐ ┌──────────┐ ┌──────┐
   │TypeScript│ │  Python  │ │ Go   │ │iOS: Swift│ │ Rust │
   │+ React / │ │          │ │ or TS│ │Android:  │ │(only │
   │  Next.js │ │          │ │      │ │  Kotlin  │ │ if   │
   └─────────┘  └──────────┘ └──────┘ │or RN (TS)│ │needed)│
                                       └──────────┘ └──────┘

   When unsure ─────────────▶  TypeScript or Python
   Need to store data? ─────▶  add SQL alongside any choice


	I want to build a website or web app. → TypeScript (with React/Next.js). The obvious, well-supported choice.

	I want to do AI, data, or automation. → Python. It’s where the tools live.

	I want a fast API or backend service. → Go (simple and fast) or TypeScript (if it’s part of a web stack). Python’s FastAPI also works fine.

	I’m building a mobile app. → Swift for iOS, Kotlin for Android — or consider a cross-platform web-based approach (React Native) to stay in TypeScript.

	I need raw speed or systems-level control. → Rust, but only if you’ve confirmed you actually need it. Most people don’t.

	I’m adding to a site that already exists. → Whatever it’s already written in. A WordPress plugin means PHP; an old Rails app means Ruby. Match the codebase, don’t fight it.

	I just want to learn and ship something fast. → Python or TypeScript. Both are forgiving, both are the languages AI knows best, and both have endless tutorials and examples.

	My app needs to store data. → Whatever you pick above, plus SQL for the database. You don’t choose between them.



The meta-lesson: when in doubt, pick the popular option. TypeScript and Python cover the vast majority of what a solo vibe coder will ever build, and they’re the languages your AI assistant handles most reliably. The “best” language for vibe coding is usually the one the AI knows best — and that means the popular one. Save the exotic choices for when you have a concrete reason, and let the AI handle the syntax either way.



Recap and Practice


Key takeaways


	AI is far more fluent in popular languages than niche ones — popularity is a feature, often the single biggest factor in whether a project goes smoothly.

	TypeScript and Python are the safe defaults: web/full-stack for TypeScript, AI/data/automation for Python, and both have excellent AI support.

	Go (single-binary backends), Rust (speed/safety, but more fix-loops), and the rest each have a narrow sweet spot — reach for them only with a concrete reason.

	SQL isn’t an either/or choice; it lives alongside whatever you pick the moment your app stores data.

	Match the language to your goal, not to what sounds impressive — momentum beats optimization on a first project.





Try it

Take a project idea you actually want to build and write one sentence describing its goal. Match it to a row in the “Pick by Goal” list, then ask your AI assistant to confirm or challenge the choice. Have it lay out the default stack (language, framework, where you’d deploy) in three bullets, and ask it to name one thing that would make a different language a better fit. You’ll end with a justified stack decision before writing a line of code.

I want to build the following project: [describe it in one or two sentences].
Recommend the best language and framework for vibe coding it, optimizing for
how fluently an AI assistant can write and fix the code, not for raw
performance. Give me: (1) the language and main framework, (2) where I'd
deploy it, (3) one realistic gotcha to watch for, and (4) one scenario in
which a different language would actually be the better choice. Keep it short.






Building Features, Vibe by Vibe
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By now you can talk to your AI and get it to write code. But a real feature is bigger than a single prompt. The skill that separates people who ship from people who get stuck is knowing how to break a feature into small pieces and drive the AI through them one at a time — keeping the app working at every step.

This chapter is the core build loop. Learn it once and you’ll reuse it for every feature you ever build. It’s the difference between a project that grows steadily and one that collapses under its own weight the moment it gets interesting.


The Build Loop

Here is the loop you’ll run over and over. It’s small on purpose.


	Slice the feature into small vertical steps. Each step should be something you can build, run, and see working in a few minutes.

	Pick one step. Just one. Ignore everything else for now.

	Prompt for that one step. Be specific about what changes and what stays the same.

	Review the change. Read what the AI wrote. You don’t need to understand every line, but skim it for anything obviously wrong.

	Run the app. Actually click the button, load the page, hit the endpoint. Confirm the step works.

	Commit. Save a checkpoint in version control with a short message.

	Repeat from step 2 with the next step — until the feature is done.



Drawn as a cycle, the loop looks like this — you keep going around it, one small step per lap, until the feature is finished:

        ┌──────────────────────────────────────────┐
        │                                           │
        ▼                                           │
   ┌─────────┐    ┌─────────┐    ┌──────────┐       │
   │  SLICE  │───▶│  PICK   │───▶│  PROMPT  │       │
   │ feature │    │ one step│    │ for step │       │
   └─────────┘    └─────────┘    └────┬─────┘       │
   (once, up                          │             │
    front)                            ▼             │
                                 ┌──────────┐       │
                                 │  REVIEW  │       │
                                 │ the diff │       │
                                 └────┬─────┘       │
                                      ▼             │
                                 ┌──────────┐       │
                                 │   RUN    │       │
                                 │ the app  │       │
                                 └────┬─────┘       │
                          works?      │             │
              broken ◀────────────────┤             │
              undo & re-prompt        │ yes         │
                                      ▼             │
                                 ┌──────────┐       │
                                 │  COMMIT  │───────┘
                                 │checkpoint│  next step
                                 └──────────┘

The whole point is that you’re never far from a working app. If step 4 produces something broken, you only have one small change to undo, not a tangled mess.

People who skip steps 4 through 6 feel faster for about twenty minutes. Then they hit a bug they can’t locate, because the last known-good version of their app is a hundred changes back. The loop feels slow precisely because it never lets you build up that kind of debt.



What “Vertical Slice” Means

A vertical slice is a thin piece of the feature that goes all the way through your app — a bit of UI, a bit of logic, a bit of data — instead of building one whole layer at a time.

Tempting but wrong approach (horizontal):


	Build the entire database schema.

	Then build all the backend logic.

	Then build the whole UI.



You can’t run anything until all three are done, so you can’t catch problems early.

Better approach (vertical):


	Step 1: a button that does the simplest possible version of the thing, with fake data.

	Step 2: make it use real data.

	Step 3: handle the edge cases.



The difference is easiest to see side by side. Horizontal builds one whole layer at a time and runs nothing until the end; vertical builds a thin runnable strip through every layer each step:

        HORIZONTAL (risky)            VERTICAL (safe)
                                                          run? ▼
   ┌──────────────────────┐    ┌────┐ ┌────┐ ┌────┐ ┌────┐
   │        UI            │    │ UI │ │ UI │ │ UI │ │ UI │
   ├──────────────────────┤    ├────┤ ├────┤ ├────┤ ├────┤
   │       LOGIC          │    │logic││logic││logic││logic│
   ├──────────────────────┤    ├────┤ ├────┤ ├────┤ ├────┤
   │        DATA          │    │data│ │data│ │data│ │data│
   └──────────────────────┘    └────┘ └────┘ └────┘ └────┘
   build all 3, THEN run        step1  step2  step3  step4
   (can't run till the end)      each step runs on its own

Each slice is runnable. That’s what keeps the app always-working.

A useful test for a good slice: can you demo it? If you can point at the screen and say “watch this,” it’s a real vertical slice. If the only honest demo is “well, the schema is in place now,” you’ve built a horizontal layer and you won’t know if it’s right until much later — usually at the worst possible time.



A Worked Example: A “Favorites” Feature

Let’s build a small feature end to end: users can mark items in a list as favorites, and see a count of how many they’ve favorited.


Slicing it

Here’s how I’d break it into vertical steps:


	Add a star button next to each item (does nothing yet, just shows up).

	Clicking the star toggles its on/off look (state only, not saved).

	Show a “★ 3 favorites” counter that reflects the toggles.

	Save favorites so they persist after a page reload.



Notice each step is independently runnable and visible. You could stop after any one of them and still have a working app.



Step 1: the button

A good prompt names the file, the change, and what not to touch:

In the ItemCard component (src/components/ItemCard.jsx), add a star
button in the top-right corner of each card. It should render an
outline star icon. Don't wire up any click behavior yet — just make
it appear. Keep the rest of the card layout unchanged.

Run the app. Do you see stars? Good. Commit:

git add -A && git commit -m "Add star button to item cards"



Step 2: toggle the state

Make the star button toggle between filled and outline when clicked.
Track this with local component state — don't save it anywhere yet.
A filled star means favorited.

Think of state as the app’s short-term memory — what’s true right now, like whether a particular star is currently filled. Now you’re handling state and UI together, which is normal. (UI, or user interface, is just the part of the app a person sees and clicks.) The AI will probably add something like:

const [isFavorite, setIsFavorite] = useState(false);

<button onClick={() => setIsFavorite(!isFavorite)}>
  {isFavorite ? <StarFilled /> : <StarOutline />}
</button>


Click a few stars. They toggle? Commit.



Step 3: the counter

Add a "★ N favorites" counter at the top of the item list. It should
count how many items currently have their star filled. Lift the
favorite state up to the list component if you need to so the counter
can see it.

This step may require the AI to restructure where state lives — that’s expected, and it’s exactly why you do it as its own small step. Run it, toggle a few stars, watch the number change. Commit.



Step 4: make it persist

Persist favorites so they survive a page reload. Use localStorage for
now — save the list of favorited item IDs whenever it changes, and
load it on startup.

(localStorage is just a small notebook the browser keeps on the visitor’s own computer, so the app can jot things down and find them again after a reload.) Reload the page. Still favorited? You just shipped a feature, one runnable slice at a time.

Here is how the finished feature’s pieces talk to each other. A click flows down into state, the screen redraws from state, and state is mirrored to storage so it survives a reload:

     ┌─────────────────────────────────────────────┐
     │                                              │
   click star                                  redraws from
     │ (event)                                 state
     ▼                                              ▲
 ┌────────┐   updates    ┌─────────┐    feeds   ┌────────┐
 │   UI   │─────────────▶│  STATE  │───────────▶│   UI   │
 │(button)│              │(in app  │            │(filled │
 └────────┘              │ memory) │            │ star + │
                         └────┬────┘            │counter)│
                              │ save on change  └────────┘
                              ▼
                         ┌──────────┐
                         │ STORAGE  │  ◀── load on startup,
                         │(localSt.)│      so it survives reload
                         └──────────┘




Reading a Diff Without Understanding Every Line

Step 4 of the loop is “review the change,” and it’s the one people fudge the most. You don’t need to be able to write the code yourself to review it usefully. You need to skim for a small set of red flags.

When the AI hands you a change, the cleanest way to see it is the diff — the exact lines added and removed:

git diff

Lines starting with + were added, lines with - were removed. Read it like a reviewer, not a compiler. You’re looking for things like:


	Did it touch files it had no business touching? You asked for a counter; why is auth.js in the diff?

	Did it delete something that looked important? A removed line (-) you don’t recognize is worth a question.

	Did it quietly change behavior you didn’t ask about? New default values, changed conditions, “helpful” extras.

	Does the shape match the ask? A one-sentence request that produced two hundred lines deserves a second look.



If something looks off, you don’t have to fix it yourself — just ask: “Why did you change auth.js? I only asked for the counter.” Half the time the AI will say “good catch” and undo it. That single habit catches more bugs than any amount of staring at code you don’t fully understand.



When to Let AI Run vs. Steer Manually

Not every step needs the same grip on the wheel.

Let the AI run freely when:


	The step is small and well-defined (“add a button”).

	It’s a common pattern the AI has clearly seen a thousand times.

	A mistake is cheap and obvious (you’ll see it the moment you run the app).



Steer manually — smaller prompts, closer review — when:


	The change touches data you can’t easily recover (deleting records, migrations).

	The AI keeps “fixing” the same thing in circles.

	Behavior is subtle and won’t show up just by glancing at the screen (money math, permissions, auth).

	You’ve made two attempts and it’s getting worse, not better.



A reliable rule: the bigger the blast radius, the smaller the step.



Keep the App Always-Working

This is the discipline that makes everything else possible:


	Run after every step. Not every three steps. Every one.

	Commit working states only. A commit is a save point you can return to. If a step breaks something you can’t fix in a minute or two, throw it away (git restore . or revert) and re-prompt with a clearer ask — don’t pile a fix on top of a broken base.

	One concern per step. If you’re tempted to also “quickly fix that other thing,” resist. Finish the current slice, commit, then start a new step.

	Describe the bug, don’t diagnose it. When something breaks, tell the AI exactly what you saw: “After clicking the second star, the counter shows 1, not 2.” Let it find the cause.





Committing in Small Increments

Small commits are your safety net. Each one should be a single coherent step:

git commit -m "Add star button to item cards"
git commit -m "Toggle favorite state on star click"
git commit -m "Add favorites counter to list header"
git commit -m "Persist favorites in localStorage"

If step 4 goes sideways, your first three steps are safe and you lose almost nothing. Big, rare commits are how people end up afraid to touch their own code.



When a Slice Is Too Big

Sometimes you pick “one step” and it still goes wrong — the AI rewrites half the app, the diff is unreadable, and running it surfaces three new bugs at once. That’s almost never bad luck. It’s a signal that the slice was too big.

The fix is to cut it thinner. If “add favorites with persistence” blows up, that wasn’t one slice; it was the whole feature wearing a single prompt as a disguise. Back up to your last good commit and split it:

# Don't ask for this in one shot:
"Add a favorites feature with a counter and localStorage persistence."

# Ask for this instead, one commit each:
"Add a star button to each item card. No behavior yet."
"Make the star toggle filled/outline with local state."
"Add a counter that reflects the filled stars."
"Persist the favorited IDs to localStorage and load them on startup."

A good rule of thumb: if you can’t describe what one step does in a single short sentence, it’s two steps. And if a step’s diff is too long to skim in a minute, the next one should be smaller. Slicing is a skill you get better at by feeling where the last slice was too thick.



The Takeaway

A feature isn’t one giant prompt — it’s a stack of small, runnable slices. Slice it, prompt for one step, review, run, commit, repeat. Let the AI run on the easy stuff and steer hard near anything risky. Keep the app working at every checkpoint, and you’ll always be one small undo away from solid ground.

In the next chapter, we’ll look at what to do when a step doesn’t go as planned — debugging by vibe.



Recap and Practice


Key takeaways


	A feature is a stack of small vertical slices, not one giant prompt — build, run, and see each slice work before moving on.

	Run the build loop every time: slice → pick one step → prompt → review the diff → run the app → commit → repeat.

	Review diffs like a reviewer, not a compiler — watch for files it shouldn’t have touched, silent behavior changes, and a diff far bigger than the ask.

	Let the AI run on small, cheap, common steps; steer manually (smaller prompts, closer review) wherever the blast radius is large.

	Commit only working states in small increments — if a slice goes sideways, throw it away and re-prompt instead of piling a fix on a broken base.





Try it

Pick one small feature you want in a project and slice it into 3–5 vertical steps, writing each as a single short sentence. Build only the first step: prompt for it, run git diff and skim the change, run the app to confirm it works, then commit with a one-line message. Stop there for now. The goal is to feel a single clean turn of the loop — one runnable slice, one diff you actually read, one commit you can return to.

I want to add this feature: [describe the feature in one or two sentences].
Don't write any code yet. First, slice it into 3 to 5 vertical steps, where
each step is something I can build, run, and SEE working on its own. Order
them so the app keeps working after every step. For each step give me a
one-sentence description and name the first file you'd change. Then wait — I'll
ask you to build them one at a time.






Debugging With AI
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Every program you build will break. That is not a sign you are doing it wrong — it is the normal state of software. Bugs are not a failure of skill; they are what happens when real code meets real data, real users, and real edge cases nobody imagined. The difference between a frustrating afternoon and a five-minute fix is method. When you debug by vibe coding, you are not the one staring at the stack trace until it makes sense — the stack trace being the error report your program prints when it crashes, which we’ll unpack later. You are the director: you reproduce the problem, gather the right evidence, and hand the AI a tight, well-framed case so it can do the heavy lifting. This chapter gives you a repeatable process for exactly that — one that works whether the bug is a one-line typo or a tangled race condition three layers deep. (A race condition is a timing bug: two things happen in an order you didn’t expect, like two people grabbing the last seat at once.)


The core mindset

The single biggest mistake beginners make is pasting “it doesn’t work, fix it” into the chat and hoping. The AI cannot see your screen, your data, or what you expected to happen. It only knows what you tell it. When you give it nothing, it does the only thing it can: it guesses — and a confident guess that happens to be wrong is more dangerous than no answer at all, because you’ll act on it. Debugging with AI is mostly about feeding it the right context so it can reason instead of guess.

A good bug report — to a human or an AI — answers three questions:


	What did you do? (the steps to trigger it)

	What did you expect to happen?

	What actually happened? (the error, the wrong output, the crash)



If you can answer those three, you are already ahead of most people. The reason these three matter is that a bug is, by definition, a gap between what you expected and what occurred. The AI cannot find a gap it cannot see both sides of. “It’s broken” describes only one side; “I expected a welcome screen, I got a blank page and this error” describes both — and the gap practically names itself.



A debugging checklist

Work through these in order. Skipping straight to “fix it” is what sends the AI in circles.


	Reproduce it reliably. Find the exact steps that make the bug happen every time. A bug you can’t reproduce is one you can’t confirm you fixed — you’ll only ever be guessing whether it’s gone. If it happens intermittently, hunt for the variable that flips it: a specific input, a logged-in versus logged-out state, a slow network.

	Read the actual error. Don’t skim. The error message and the top of the stack trace usually name the file and line where things went wrong. Beginners often scroll past the most useful sentence on the screen because it looks intimidating.

	Gather the context. Collect the error text, the stack trace, the relevant code, and a one-line description of what you expected.

	Hand the AI the full picture. Paste all of the above in one message. Let it form a hypothesis.

	Form a hypothesis, not a fix. Ask “what could cause this?” before “fix this.” A wrong fix on a wrong theory wastes time — and sometimes adds a second bug on top of the first.

	Add logging to test the hypothesis. Confirm what the code is actually doing before changing it.

	Binary-search the problem. Narrow down where it breaks by cutting the suspect area in half repeatedly.

	Fix the root cause, not the symptom. Make sure the fix addresses why it broke, not just the visible glitch.

	Verify the fix and check for regressions. Re-run the reproduction steps. Then make sure nearby features still work — a regression is when a fix quietly breaks something that used to work, like patching one leak and bursting a pipe next to it.



That checklist is really one loop you ride until the bug is gone. Each box hands evidence to the next, and a failed verify just sends you back around with what you learned:

   ┌──────────────┐
   │  REPRODUCE   │  make it happen every time
   └──────┬───────┘
          ▼
   ┌──────────────┐
   │ READ ERROR + │  what does it actually say?
   │   GATHER     │  collect trace + code + context
   └──────┬───────┘
          ▼
   ┌──────────────┐
   │ HYPOTHESIS   │  "what could cause this?"
   └──────┬───────┘
          ▼
   ┌──────────────┐
   │ CONFIRM w/   │  add a log, get evidence
   │   LOGGING    │
   └──────┬───────┘
     wrong│  correct
   ┌──────┘ guess   ▼
   │            ┌──────────────┐
   │ (new       │  FIX root    │  not the symptom
   │  theory)   │    cause     │
   │            └──────┬───────┘
   │                   ▼
   │            ┌──────────────┐    fails / regression
   └────────────┤   VERIFY     │──────────┐
                │ + regressions│          │
                └──────┬───────┘          │
                       │ passes           │
                       ▼          ◀───────┘
                    ✔ DONE      (loop back around)

The order is not arbitrary. Each step produces the evidence the next step needs. Reproduce gives you something to read; reading gives you context to gather; context gives the AI something to hypothesize about. Skip a step and you’re feeding the next one a hole.



Feeding the AI the right context

This is where most of your leverage is. When you report a bug, include:


	The error message, verbatim. Copy it exactly — don’t paraphrase. Paraphrasing an error is like describing a photo over the phone: you’ll leave out the one detail that mattered.

	The stack trace, especially the top few lines.

	The relevant code — the function that threw, plus anything it calls.

	What you expected versus what happened.



Here is what a strong debugging prompt actually looks like:

I'm getting an error when I submit the signup form. Here's the full output:

TypeError: Cannot read properties of undefined (reading 'email')
    at validateUser (src/auth/validate.js:14:23)
    at handleSignup (src/routes/signup.js:31:10)
    at processTicksAndRejections (node:internal/process/task_queues:95:5)

Steps to reproduce: fill in the form, click "Sign up".
Expected: a "Welcome" message.
Actual: the page goes blank and the error above appears in the console.

Here is validate.js (lines around 14):
[paste the function]

And here is the handleSignup function that calls it:
[paste the function]

What could be causing this, and how do I confirm it before changing anything?

Notice that last line. You are asking for a hypothesis and a confirmation step, not an immediate edit. That keeps the AI honest.

It helps to know how to read the trace you’re pasting. A stack trace is a call history, newest first: the top line is where the program actually exploded, and each line below is the function that called the one above it. So in the example, validateUser is where email was read off something undefined, and handleSignup is who called validateUser. The frames below your own code — like processTicksAndRejections — belong to the language runtime; you can usually ignore them. Read top-down until you hit the first line that points at your file, and that’s almost always where to start looking.

The same trace, read as a stack of calls, makes the order obvious. The crash is at the top; each frame underneath is the caller of the one above it:

   READ THE TRACE         =        THE CALL STACK
   (top = newest)                  (who called whom)

 ▲ validateUser  :14  ◀── CRASH    ┌─────────────────┐ ▲ start
 │ handleSignup  :31               │ validateUser  14│ │ looking
 │ processTicks...     (runtime,   ├─────────────────┤ │ here
 │                      ignore)    │ handleSignup  31│ │
 │                                 ├─────────────────┤ │
 └─ your code first ──────────────▶│ processTicks... │─┘ (runtime)
                                   └─────────────────┘
   read DOWN until the first line that is YOUR file



Reading errors you don’t understand

Sooner or later you’ll hit an error that looks like alphabet soup — a long type name, a stack that’s all framework internals, a message in jargon you’ve never seen. Don’t let it stall you. The error is data, not a verdict on your competence. When the message itself is opaque, paste it and ask the AI to translate before it fixes:

I don't understand this error. Before suggesting any fix, explain in plain
language: what is it actually saying, which line is it pointing at, and
what kinds of things typically cause this exact error?

[paste the full error and stack trace]

Asking for the plain-language meaning first does two things. It teaches you the pattern, so the next time you see that error you’ll recognize it yourself — and over a few months this is how you actually learn to read your own stack. And it forces the AI to ground its fix in what the error says rather than jumping to a generic patch. Beware the most common error trap: an error that points at line 14 was often caused somewhere else entirely. The line in the trace is where the program noticed the problem, not always where the problem began.



Hypotheses, logging, and binary search

Once the AI proposes a cause, don’t just accept it. Test it cheaply. The cheapest test is usually a log line.

Ask the AI to add temporary logging:


“Before we change anything, add a console.log (or print) that shows the value of user right before line 14, so we can see whether it’s actually undefined.”



Run it, paste the output back. Now you have evidence, not a theory. Maybe user is undefined — confirming the hypothesis. Maybe it’s fine and the real culprit is one level up. Either way you’ve moved forward. Log generously while you investigate: the value of the variable, and a label saying which one it is and where the log sits. A bare console.log(user) that prints undefined is far less useful than console.log("user at validate.js:14 =", user). And remember to pull the temporary logs back out once the bug is fixed — leftover debug noise is its own small mess.

When the bug lives somewhere in a long process and you can’t tell where, use binary search. Cut the suspect region in half: add a log at the midpoint.

The idea: each check throws away half of what’s left, so a huge search space collapses fast. Here a bug hides somewhere between step 1 and step 8 — three checks corner it:

   step:  1  2  3  4  5  6  7  8      a bug is somewhere in here
          ░░░░░░░░░░░░░░░░░░░░░░

   check 1 ── log at 4 ── OK ──▶  bug is AFTER 4, drop 1–4
                                  ░░░░░░░░░░░  (5 6 7 8 left)

   check 2 ── log at 6 ── BAD ─▶  bug is AT/BEFORE 6, drop 7–8
                                  ░░░░░  (5 6 left)

   check 3 ── log at 5 ── OK ──▶  bug is at step 6   ✔ found

   8 steps → 3 checks.  1000 steps → about 10 checks.

Did the value look correct there? Then the bug is after it — search that half. Did it look wrong already? The bug is before — search that half. Each step halves the search space, so even a thousand-line path narrows down in about ten checks. Tell the AI explicitly: “Help me bisect this — where’s the halfway point I should log?” The same technique works on history, not just code: if a feature worked last week and broke today, bisect your commits to find the exact change that introduced the bug.



Root cause versus symptom

The most tempting trap in debugging is the patch that makes the error disappear without fixing the cause. If user is undefined and you “fix” it with if (user) { ... }, the error stops — but now signups silently do nothing, which is worse: a loud crash at least told you something was wrong, and now nothing does. The real question is why is user undefined here? Maybe the database lookup failed. Maybe a field was renamed. Maybe an await is missing upstream.

When the AI proposes a fix, ask it:


	“Is this fixing the cause or hiding the symptom?”

	“What was the original reason the value was wrong?”

	“Could this same root cause break anything else?”



A root-cause fix usually makes the code simpler or clearer. A symptom patch usually adds a guard, a try/catch that swallows errors, or a default value that papers over the real problem. Be suspicious of the second kind. There’s a tell worth learning: if a fix adds code whose only job is to prevent a crash rather than to do the right thing, you’re probably patching a symptom. Real fixes tend to remove the impossible state entirely, not just survive it.



When the AI goes in circles

Sometimes the AI suggests a fix, it doesn’t work, it suggests another, that doesn’t work either, and you’re three “try this instead” loops deep. This is a signal, not a dead end. Do this:


	Stop and reset the context. Start a fresh message summarizing everything you now know for certain (confirmed by logs), not everything you’ve tried. A long chat full of failed attempts actively poisons the AI’s next answer — it keeps pattern-matching on the dead ends in its own history.

	State what you’ve ruled out. “We confirmed user is undefined and the DB query returns null. The query string looks right. So the problem is upstream of the query.” This stops the AI from re-suggesting dead ends.

	Ask it to explain, not fix. “Walk me through, step by step, how user gets its value from the request to line 14.” Forcing an explanation often surfaces the gap.

	Add more logging, not more guesses. When theories run out, evidence is the way forward.

	Shrink the problem. Ask the AI to help you build the smallest possible snippet that still reproduces the bug. Often the bug becomes obvious once the noise is gone — and if it doesn’t reproduce in the small version, you’ve learned the cause is in what you removed.





Understanding the fix before you keep it

A fix that works but that you don’t understand is a loan, not a solution — and the interest comes due the next time something nearby breaks. Because the AI does the typing, it’s easy to accept a green checkmark and move on without ever knowing why the code is green now. Resist that. Before you keep a fix, make the AI account for it:


	“Explain why this fixes it, in one or two sentences.” If the explanation is vague — “this makes it more robust,” “this handles the edge case” — push back. A real explanation names the specific cause and how the change removes it.

	“What was the bug, in terms of cause and effect?” You should be able to repeat the answer back in your own words. If you can’t, you don’t yet understand your own program.

	“What else touches this code path that I should re-test?” This turns a fix into a regression check.



This is the understand-what-you-ship philosophy applied to its hardest case. You don’t need to be able to write the fix from scratch — that’s the AI’s job. But you do need to hold the cause-and-effect story in your head, because you are the one who will be there at 2 a.m. when it breaks again, and the only thing that helps then is knowing how the thing actually works.



The takeaway

Debugging with AI is not about knowing the answer. It’s about running a disciplined process: reproduce, gather context, hypothesize, confirm with logging, bisect, and fix the root cause — then understand the fix well enough to keep it honestly. Your job as the director is to keep the investigation grounded in evidence and to recognize when the loop has gone stale. Do that, and most bugs stop being mysteries and start being just another step in building real software.



Recap and Practice


Key takeaways


	A bug is a gap between what you expected and what happened — give the AI both sides plus the exact steps, never just “it’s broken.”

	Paste the error verbatim and the top of the stack trace; the first line pointing at your file is almost always where to start.

	Confirm before you change: add a labeled log line to test a hypothesis, and bisect (in code or commit history) to halve the search space each step.

	Fix the root cause, not the symptom — a guard or try/catch that only stops a crash usually papers over the real problem.

	When the AI loops, reset the context to what you know for certain, ask it to explain rather than fix, and add evidence instead of guesses.





Try it

Next time something breaks, write the bug report before you ask for a fix. In a fresh chat, give the AI three things: the steps to reproduce, what you expected, and what actually happened — with the error copied verbatim and the top stack frames included. Then, instead of asking “fix it,” ask for a hypothesis and a cheap way to confirm it (usually a log line). Run that check, paste the output back, and only then let the AI propose a fix. Notice how much straighter the path is than “it doesn’t work, help.”

I have a bug. Before suggesting any fix, give me a hypothesis and a cheap way
to confirm it (such as a log line) — don't edit code yet.

Steps to reproduce: [what you did]
Expected: [what should have happened]
Actual: [what happened]

Full error and stack trace:
[paste verbatim]

Relevant code:
[paste the function that failed, plus anything it calls]

What could be causing this, and what should I log to confirm it before we change anything?






Server Infrastructure
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You vibe-coded something that works on your laptop. Now you want other people to use it. That gap — between “runs on my machine” and “runs on the internet” — is what infrastructure is about. The good news: you don’t need a DevOps career to cross it. You need a working mental model and the willingness to let AI handle the fiddly config.

This chapter demystifies the hosting landscape, gives you the trade-offs in plain language, and hands you a default path that takes a solo builder from prototype to production without drowning in choices.


The five places code can live

Almost every hosting product on earth is a variation of one of these five categories. Learn these and the marketing pages stop being confusing.


	Static hosting — Plain files (HTML (HyperText Markup Language, the page structure), CSS (Cascading Style Sheets, the styling), JavaScript, images) served straight to the browser. No server “runs” your code; it just hands over files. Think of it as a folder on the internet. Because there’s nothing to crash and nothing to patch, this is the most reliable thing you can put online. Examples: GitHub Pages, Cloudflare Pages, Netlify, Vercel (static mode).

	Edge functions — Tiny snippets of code that run on servers physically close to your user, all over the world. They start almost instantly and are great for lightweight logic: auth checks, redirects, small API (Application Programming Interface — the doorway one program uses to talk to another) calls. The catch: they run in a stripped-down environment, so not every library works there. Examples: Cloudflare Workers, Vercel Edge Functions, Deno Deploy.

	Serverless functions — Code that runs on demand and disappears when idle. You’re billed per request, not per hour. You write a function; the platform handles the machines. Great until a single request needs to run for minutes — most platforms cut a function off after a timeout (often 10–60 seconds). Examples: AWS Lambda, Google Cloud Functions, Vercel Functions.

	Containers — Your app plus its entire environment (the right language version, libraries, system tools) packaged into a portable box called a container. The platform keeps that box running. More control, slightly more setup. The one file that defines the box is a Dockerfile, and AI writes those well. Examples: Fly.io, Railway, Render, Google Cloud Run.

	Virtual machines (VMs) — A whole computer you rent in a data center. You install and manage everything yourself — the operating system, security updates, the web server, all of it. Maximum control, maximum responsibility. Examples: AWS EC2, DigitalOcean Droplets, Hetzner.



Side by side, the five categories trade less to manage for more control as you go down:

        YOU MANAGE LESS  ◀────────────────────────────▶  YOU MANAGE MORE
        cheaper when idle                                more control

  ┌──────────┐  ┌──────────┐  ┌────────────┐  ┌───────────┐  ┌──────────┐
  │  STATIC  │  │   EDGE   │  │ SERVERLESS │  │ CONTAINER │  │    VM    │
  │  files   │  │ function │  │  function  │  │  your box │  │ whole PC │
  ├──────────┤  ├──────────┤  ├────────────┤  ├───────────┤  ├──────────┤
  │ no code  │  │ runs at  │  │ runs on    │  │ stays     │  │ you run  │
  │ runs     │  │ the edge │  │ demand     │  │ running   │  │ it ALL   │
  └──────────┘  └──────────┘  └────────────┘  └───────────┘  └──────────┘
   Pages         Workers       Lambda          Railway        EC2

A rough rule of thumb for cost: the more the platform manages for you, the cheaper it is when nobody’s using your app, and the more it does the worrying when everybody is.



A couple of jargon terms, decoded


	Cold start — When code hasn’t run in a while, the platform has to wake it up. That first request is slower (a fraction of a second to a few seconds). Edge functions barely have this; serverless functions sometimes do; always-on containers and VMs don’t. For most apps this is invisible; for a snappy checkout flow it can matter.

	Scaling — Handling more users without falling over. Automatic scaling means the platform adds capacity for you. Manual scaling means you click buttons or it just breaks under load. “Scales to zero” is a related phrase you’ll see a lot: when no one’s using your app, it costs nothing.

	State — Data that needs to stick around (a database, uploaded files, a user session). Static and serverless layers are often “stateless” — they forget everything between requests — so state lives in a separate database or storage service. This is why almost every real app is “your hosting plus a database somewhere,” not one magic box.

	Region — Which part of the world your code and data physically sit in. It affects speed (closer is faster) and sometimes the law (some data must stay in a specific country). For a first project, pick the region nearest your users and move on.



Here is the request’s whole journey, and where each piece lives. The browser talks to a nearby edge, which serves cached files or wakes up your code, which reaches out to the database for anything it must remember:

   ┌─────────┐      ┌──────────────┐      ┌──────────────┐      ┌──────────┐
   │ BROWSER │ ───▶ │  EDGE / CDN  │ ───▶ │ SERVER CODE  │ ───▶ │ DATABASE │
   │  user   │      │  near user   │      │ function/box │      │  state   │
   └─────────┘      └──────────────┘      └──────────────┘      └──────────┘
        ▲                  │                      │                   │
        │   cache HIT      │      stateless       │   remembers       │
        └──────────────────┘   (forgets between   │   things          │
            fast reply          requests) ◀───────┘ ◀─────────────────┘



The trade-off table












	Hosting type
	Cost (idle → busy)
	Scaling
	Cold starts
	Complexity
	Best for





	Static
	Free → very cheap
	Automatic, effortless
	None
	Lowest
	Marketing sites, docs, blogs, frontends



	Edge functions
	Free tier → cheap
	Automatic, global
	Negligible
	Low
	Auth, redirects, light APIs, personalization



	Serverless
	$0 when idle → scales with use
	Automatic
	Sometimes noticeable
	Low–medium
	APIs, webhooks, bursty/unpredictable traffic



	Containers
	Pay while running
	Automatic-ish, configurable
	None (if kept warm)
	Medium
	Full backends, long-running jobs, custom runtimes



	VMs
	Pay 24/7
	Manual
	None
	Highest
	Special hardware, legacy software, full control





The pattern: as you move down the table, you trade simplicity and low idle cost for control and flexibility. Most vibe coders should fight to stay near the top.



When to pick which


	Just a website or frontend? Static hosting. Done. It’s free, fast, and nearly impossible to break.

	Need a little backend logic — a contact form, an API key kept secret, an auth check? Edge or serverless functions. You stay on a generous free tier and scale to zero when nobody’s using it.

	A real app with a database, background jobs, or a framework that expects a long-running server? A container platform like Railway, Render, or Fly.io. This is the sweet spot for most “actual product” projects.

	You need a specific GPU, special system software, or total control? A VM. Only go here when something above genuinely can’t do the job, because now you are the sysadmin.



A useful rule: pick the simplest option that can do the job, and only move down a tier when you hit a real wall — not an imagined one.

What does a “real wall” actually look like? A few honest examples: your build produces a server that needs to stay running (a chat backend holding live connections), so static won’t do. Or a function keeps hitting its timeout because one request does real work (resizing a video, generating a PDF), so you graduate to a container. Or your free tier’s request limit is genuinely exhausted by real traffic. Notice what these have in common: each is a measurement, not a hunch. “It might get big someday” is not a wall.



How AI wires up deploys and config

This is where vibe coding shines. Deployment config is exactly the kind of precise, well-documented, boilerplate-heavy work AI is great at. You direct; it writes.

Effective prompts sound like:


	“Add a Dockerfile for this Node app and a Railway config to deploy it.”

	“Write a GitHub Actions workflow that deploys the dist/ folder to Cloudflare Pages on every push to main.”

	“I’m getting a cold-start timeout on my serverless function — what’s likely wrong and how do I fix the config?”



Here’s the kind of file AI will produce for you — a deploy workflow that ships a static site automatically whenever you push code:

# .github/workflows/deploy.yml
name: Deploy
on:
  push:
    branches: [main]
jobs:
  build-and-deploy:
    runs-on: ubuntu-latest
    steps:
      - uses: actions/checkout@v4
      - uses: actions/setup-node@v4
        with:
          node-version: 20
      - run: npm ci && npm run build
      - name: Publish to Cloudflare Pages
        uses: cloudflare/wrangler-action@v3
        with:
          apiToken: ${{ secrets.CF_API_TOKEN }}
          command: pages deploy dist --project-name=my-app


You don’t need to memorize this syntax. You need to recognize what it does: on every push to main, it checks out your code, builds it, and publishes the result. When something breaks, you paste the error back to the AI and ask it to fix the config.

Many builders skip the GitHub Actions file entirely at first and just deploy from their own terminal with one command. That’s often the fastest way to see something live on day one. The same Cloudflare Pages deploy looks like this from the command line:

# install the CLI once
npm install -g wrangler

# build your site, then push the output folder live
npm run build
wrangler pages deploy dist --project-name=my-app


The first run will ask you to log in through your browser; after that it’s a single command. The trade-off is simple: the terminal command is great for “ship it now,” and the GitHub Actions file is great for “ship it automatically forever.” Most projects start with the former and add the latter once deploys become routine. Ask AI for whichever fits where you are.

A few directing tips that save real pain:


	Make AI explain before it acts. “Before writing config, tell me which hosting type fits this project and why.” This catches over-engineering early.

	Keep secrets out of code. API keys and passwords go in the platform’s environment variables / secrets store, never in files you commit. Ask AI to use a secrets reference, as in the CF_API_TOKEN above.

	Deploy early, deploy often. Get a “hello world” live on day one. A pipeline that’s been working since the start is far easier to debug than one assembled at launch.

	Ask for the rollback story up front. “If this deploy is broken, how do I get back to the working version?” Good platforms keep your previous deploys one click away. Knowing the undo button exists before you need it turns a 2 a.m. panic into a shrug.





A recommended default path for the solo builder

Here’s a route that has worked for countless one-person projects. Each step is taken only when you actually need it.


	Prototype: static + a managed backend service. Put your frontend on static hosting (Cloudflare Pages, Vercel, or Netlify). For data and auth, lean on a managed backend like Supabase or Firebase so you skip running a database yourself. Cost: effectively zero.


	Early production: add edge or serverless functions. When you need server-side logic — secret API calls, webhooks, custom auth — add functions on the same platform. Still scales to zero, still cheap, still one deploy.


	Real product: move the backend to a container platform. When the app outgrows functions (long-running processes, a framework that wants a persistent server, background jobs), containerize it and deploy to Railway, Render, or Fly.io. Have AI write the Dockerfile and platform config.


	Scale or specialize: only then consider VMs or a cloud provider like AWS. This is where complexity (and your bill) jumps. Most solo builders never need this step, and that’s a sign of doing things right — not a limitation.




A CDN (Content Delivery Network) sits in front of this path and changes the speed dramatically depending on whether it already has a copy. A cache HIT answers instantly from the edge; a cache MISS has to travel all the way back to your server first:

  CACHE HIT  (fast — most requests)
  ┌─────────┐      ┌───────────┐
  │ BROWSER │ ───▶ │ EDGE CACHE│ ──┐  copy already here
  └─────────┘ ◀─── │  (has it) │ ◀─┘  reply in milliseconds
                   └───────────┘

  CACHE MISS  (slow — first request)
  ┌─────────┐      ┌───────────┐      ┌──────────┐
  │ BROWSER │ ───▶ │ EDGE CACHE│ ───▶ │  SERVER  │  fetch + store
  └─────────┘ ◀─── │ (empty)   │ ◀─── │ (origin) │  next time = HIT
                   └───────────┘      └──────────┘

The mistake to avoid is starting at step 4 because it’s what “real engineers” supposedly use. The opposite is true: starting simple is the senior move. You can always graduate to more control, but you can’t easily get back the months you’d lose wrestling infrastructure you didn’t need.



What “managed” really means (and what you still own)

A managed service is one where the platform handles the boring, dangerous parts for you — the servers, the security patches, the scaling, the backups. “Serverless,” “managed database,” and “platform as a service” are all flavors of the same deal: you hand over operations and keep building. For a solo builder this is not laziness; it’s leverage. The hours you don’t spend applying Linux security updates are hours you spend on the actual product.

But “managed” is not “magic.” A few things stay your responsibility no matter how much the platform handles:


	Your data. The platform keeps the database running; making sure you have a backup you’ve actually tested restoring is on you. Click the “export” button once and confirm the file isn’t empty.

	Your secrets. API keys live in the platform’s secrets store, but rotating one that leaks, and never pasting one into a public repo or a screenshot, is your job.

	Your bill. Auto-scaling is wonderful until it auto-scales your invoice. Set spending alerts and caps — the next section is entirely about this, because it’s the failure that hurts most.

	Your understanding. When something breaks at midnight, “the platform handles it” only goes so far. You don’t need to be an expert, but you should be able to read the logs and describe the failure to AI clearly. That’s the whole “understand what you ship” philosophy in one sentence.



The healthy mindset: outsource the operations, not the understanding. Let the platform run the machines; you stay the person who knows what the machines are doing.



A quick pre-launch checklist

Before you tell people to visit your live URL, walk this list. None of it requires DevOps expertise — most of it is one prompt to AI or one click in a dashboard.


	It actually loads. Open the real URL (Uniform Resource Locator — the web address) in a fresh browser (or your phone), not just your local preview. The number of “it works on my machine” launches that 404 in public is legendary.

	Secrets aren’t in the code. Search your repo for your own keys before pushing. Ask AI: “scan this project for hardcoded API keys, passwords, or tokens.”

	Spend caps are set. A hard cap on every paid API and a billing alert on your hosting account. Cap first, celebrate later.

	HTTPS is on. HTTPS (HyperText Transfer Protocol Secure) is the encrypted version of the web’s basic delivery system — it’s what puts the padlock in the address bar. Modern platforms do this automatically, but confirm the little lock icon is there. Browsers punish sites that aren’t encrypted.

	You know how to roll back. Find the previous-deploy button now, while nothing is on fire.

	There’s a way to reach you. A logging or error-reporting tool, even a basic one, so the first sign of a problem isn’t an angry user. Ask AI to wire up error logging for your stack.



This is not a comprehensive production audit — it’s the short list that catches the embarrassing, expensive, and easily-avoided mistakes. Run it every launch until it’s a reflex.



The takeaway

Infrastructure is a ladder, not a leap. Static at the top, VMs at the bottom, and most of your work happily living in the upper rungs.

   simplest, cheapest idle
   ┌───────────────────────────┐
   │  STATIC      ▲ start here  │  files only
   ├───────────────────────────┤
   │  EDGE / SERVERLESS         │  a little logic
   ├───────────────────────────┤
   │  CONTAINER                 │  a real backend
   ├───────────────────────────┤
   │  VM         ▼ last resort  │  you run it all
   └───────────────────────────┘
   most control, most work
   ── climb DOWN only when reality forces you ──

Know the five categories, pick the simplest one that does the job, let AI write the config, and ship something live as early as you can. The rest is just moving down a rung when — and only when — reality forces you to.



Recap and Practice


Key takeaways


	Infrastructure is a ladder of five rungs — static hosting, serverless, PaaS (Platform as a Service — a host that runs your app so you don’t manage the server), managed containers, and raw VMs — and you should pick the simplest rung that does the job.

	Prefer managed services: outsource the operations (servers, patches, scaling, backups) while keeping the understanding.

	Let AI write your deploy config and CI (Continuous Integration — an automated robot that runs your checks on every code push) workflow, but read it before you trust it.

	“Managed” is not “magic” — your data, your secrets, your bill, and your understanding stay your responsibility.

	Cap spend, confirm HTTPS, and know how to roll back before you launch.





Try it

Take a small project you already have (even a single HTML page) and deploy it to a static host. Then ask AI to generate a GitHub Actions workflow that redeploys on every push, read the generated YAML line by line, and confirm you can find the “roll back to previous deploy” button in your host’s dashboard.

I have a static site in this repo. Walk me through deploying it to a
free static host, then generate a GitHub Actions workflow that
rebuilds and redeploys on every push to main. Explain each step of
the YAML, and tell me where in the dashboard I roll back a bad deploy.






Database Infrastructure
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Every real app eventually needs to remember things — users, orders, messages, settings. That memory lives in a database. For a beginner, “database” can feel like a black box guarded by experts. It isn’t. This chapter demystifies the data layer so you can make good choices and direct AI to do the heavy lifting safely.

The thing to internalize early: code is replaceable, data usually isn’t. You can rewrite a buggy function in an afternoon, but a column you corrupted last Tuesday — or a backup you never took — may be gone for good. That asymmetry is why the data layer rewards a little upfront understanding more than almost any other part of your stack.


The Three Shapes of Data Storage

Most databases fall into three families. You don’t need to memorize products — you need to recognize which shape fits your problem.










	Type
	Examples
	Best for
	Trade-offs





	Relational (SQL)
	PostgreSQL, MySQL, SQLite
	Structured data with relationships; anything money- or accuracy-critical
	You must design a schema up front; scaling writes very large is harder



	Document / NoSQL
	MongoDB, Firestore, DynamoDB
	Flexible or nested data, fast iteration, varied record shapes
	Easy to create inconsistent data; relationships and reporting get awkward



	Key-Value
	Redis, Memcached, Cloudflare KV
	Caching, sessions, counters, fast lookups by a known key
	No querying by content; usually not your source of truth





The three shapes store data in genuinely different ways. Picture them side by side:

  RELATIONAL (SQL)          DOCUMENT (NoSQL)         KEY-VALUE
  rows + columns            self-contained blobs     one key → one value
  ┌────┬───────┬──────┐     ┌──────────────────┐     ┌─────────┬─────────┐
  │ id │ email │ name │     │ {                │     │ key     │ value   │
  ├────┼───────┼──────┤     │   id, email,     │     ├─────────┼─────────┤
  │ 1  │ a@... │ Ana  │     │   name,          │     │ session │ "x9f2"  │
  │ 2  │ b@... │ Bob  │     │   posts: [ ... ] │     │ count   │ "42"    │
  └────┴───────┴──────┘     │ }                │     └─────────┴─────────┘
  tables reference          └──────────────────┘     no querying inside —
  each other                everything nested        look up by key only

Think of a relational database as a set of spreadsheets that know how to reference each other. The language you use to talk to one is SQL (Structured Query Language). A good default for 90% of projects: start with a relational database (Postgres). It is mature, predictable, enforces structure, and handles the relationships real apps inevitably grow. Reach for document stores when your data is genuinely shapeless, and key-value stores as a supporting layer (caching), not your primary store.

The trap to avoid is choosing by vibe. “NoSQL (databases that don’t use SQL tables — they store flexible, free-form records) scales better” is true only for a narrow set of problems most apps never hit, and even then the price is giving up the consistency guarantees that make data trustworthy. Pick the shape that matches your data, not the one that sounds most impressive in a system-design video. When you’re unsure, relational is the safe bet — you can always add a cache or a document store later, but unwinding a tangled NoSQL data model is painful.



Managed vs Self-Hosted

You can run a database yourself on a server, or rent a managed one (Supabase, Neon, PlanetScale, RDS, Cloudflare D1) where the provider handles backups, patching, and uptime.

For vibe coding, always start managed. Self-hosting a database means you are now responsible for backups, security updates, disk space, and 3 a.m. recovery. That is real operations work that distracts from building. Managed services cost a little money and save enormous time and risk. Graduate to self-hosting only when you have a concrete reason and the skills to back it up.

When you pick a managed provider, it’s worth knowing what you’re actually paying for, because the marketing pages blur together. A few things genuinely differ:


	Connection model. Serverless platforms (Cloudflare Workers, Vercel functions) open and close database connections constantly, which can exhaust a classic Postgres connection pool. Providers like Neon and Supabase ship a connection pooler (PgBouncer or equivalent) for exactly this — use the pooled connection string in serverless code.

	Branching and backups. Neon and PlanetScale let you “branch” the database like Git, so you can test a migration on a copy. Confirm point-in-time recovery is on, and know how far back it goes.

	Lock-in. D1 and DynamoDB are excellent but tie you to one cloud. Plain Postgres (Supabase, Neon, RDS) is portable — your schema and queries move to any Postgres host. For most beginners, portable is the safer long-term bet.





Schema Design Basics

A schema is the blueprint of your data: what tables exist, what columns they have, and how they relate. Good schema design is mostly common sense plus a few habits.


	One table per “thing.” Users, posts, orders — each gets its own table.

	Every row needs a unique ID (a primary key).

	Link tables with foreign keys, not by copying data around.

	Pick honest types. Money is a decimal, not a float. Dates are timestamps, not text.

	Don’t duplicate. If a user’s email lives in five tables, you’ll eventually have five different emails.



Here is a simple schema for a blog, the kind AI will generate for you:

CREATE TABLE users (
    id          UUID PRIMARY KEY DEFAULT gen_random_uuid(),
    email       TEXT NOT NULL UNIQUE,
    created_at  TIMESTAMPTZ NOT NULL DEFAULT now()
);

CREATE TABLE posts (
    id          UUID PRIMARY KEY DEFAULT gen_random_uuid(),
    author_id   UUID NOT NULL REFERENCES users(id),
    title       TEXT NOT NULL,
    body        TEXT NOT NULL,
    published   BOOLEAN NOT NULL DEFAULT false,
    created_at  TIMESTAMPTZ NOT NULL DEFAULT now()
);

CREATE INDEX idx_posts_author ON posts(author_id);


That author_id ... REFERENCES users(id) line is the foreign key. It wires each post back to exactly one real user, so the database itself refuses to store a post with no valid author:

   users                          posts
   ┌─────────────┐                ┌─────────────┐
   │ id  (PK) ◀──┼────────────────┤ author_id   │  (FK → users.id)
   │ email       │   one user      │ id  (PK)    │
   │ created_at  │   has many      │ title       │
   └─────────────┘   posts         │ body        │
                                   │ published   │
        1  ────────────────────▶  *└─────────────┘
       (one)                    (many)

Notice the REFERENCES (a foreign key tying a post to a real user) and the NOT NULL and UNIQUE constraints. These are guardrails the database enforces for you, so bad data can’t sneak in even when your code has a bug.

A constraint worth adding deliberately is what happens when the parent disappears. By default, deleting a user whose posts still reference them will fail — which is often what you want. But you can be explicit: REFERENCES users(id) ON DELETE CASCADE deletes the posts too, while ON DELETE RESTRICT blocks the deletion. Choosing on purpose beats discovering the default the hard way in production. The same “let the database protect you” instinct applies to a CHECK constraint (CHECK (price >= 0)) — it refuses nonsense data at the source instead of trusting every code path to validate.



Migrations: Changing the Schema Safely

Your schema will change — you’ll add a column, rename a table, add an index. Think of it like tracked edits to a shared document: every change is recorded in order, so everyone’s copy can be brought up to date the same way. A migration is a versioned, repeatable script that describes one such change. Migrations matter because the schema in your laptop, your teammate’s laptop, and production must stay identical.

The rules that keep migrations safe:


	Never edit the database by hand in production. Write a migration.

	Migrations move forward. Each one is a new file; you don’t rewrite old ones that already ran.

	Make destructive changes carefully. Dropping a column or table deletes data permanently. Have a backup first.

	Additive changes are safest. Adding a nullable column rarely breaks anything; renaming or removing one can break running code.



Migrations form an ordered chain: each one is a numbered step that moves every copy of the database from one known state to the next, so your laptop, a teammate’s, and production all end up identical:

   empty DB
      │
      ▼
  ┌────────────┐   ┌────────────┐   ┌────────────┐   ┌────────────┐
  │ 001_init   │ ▶ │ 002_add    │ ▶ │ 003_index  │ ▶ │ 004_bio    │
  │ users      │   │ posts      │   │ on author  │   │ column     │
  └────────────┘   └────────────┘   └────────────┘   └────────────┘
   apply in order ─────────────────────────────────────────▶ current
   never edit a step that already ran — add a NEW one

Tools like Prisma, Drizzle, or Rails migrations generate and track these for you. Let them.

A migration is two halves: the change to apply (up) and how to undo it (down). A trustworthy tool generates both, so a bad deploy can roll back cleanly:

-- up: add an optional bio, safe to apply live
ALTER TABLE users ADD COLUMN bio TEXT;

-- down: reverse it
ALTER TABLE users DROP COLUMN bio;


The genuinely dangerous migrations are renames and type changes, because the old code and the new schema briefly disagree. The professional pattern is to split them into additive steps: add the new column, backfill it, switch the code to read it, and only drop the old column in a later deploy once nothing references it. It feels slow, but it’s the difference between a smooth release and a 500-page error spike for every user mid-deploy.



Indexing

An index is like the index at the back of a book: it lets the database jump straight to matching rows instead of scanning every one. Without indexes, queries get slower as data grows — fine at 100 rows, painful at 1,000,000.

Without an index the database checks every row in turn; with one it jumps straight to the match, the same way a book index sends you to the right page instead of reading cover to cover:

  NO INDEX  (Seq Scan)              WITH INDEX  (Index Scan)
  read EVERY row, one by one        jump straight to matches
  ┌─────────────────────┐          ┌─────────────┐
  │ row 1   ✗           │          │   INDEX     │
  │ row 2   ✗           │          │ author_id   │
  │ row 3   ✓  match     │  ◀──────┐ │   ──┬──     │
  │ row 4   ✗           │         │ └─────┼───────┘
  │ ...     (1,000,000) │         │       ▼
  │ row N   ✓  match     │         └──▶ rows 3, 998   ✓
  └─────────────────────┘          a few hops, not a million

The practical guidance:


	Index columns you frequently filter or join on (e.g. author_id, email).

	Primary keys are indexed automatically.

	Don’t index everything — each index speeds up reads but slows down writes and uses space.

	Add indexes when you see a slow query, not preemptively for every column.



The honest way to find out whether an index helps is to ask the database, not to guess. Every SQL engine has EXPLAIN (in Postgres, EXPLAIN ANALYZE), which shows the plan it will use:

EXPLAIN ANALYZE
SELECT * FROM posts WHERE author_id = '...';


If the output says Seq Scan on a large table, the database is reading every row — a sign an index would help. After adding one, it should switch to an Index Scan. This is a great task to hand to AI: paste the slow query and the EXPLAIN output, and ask which index to add and why. You stay in control by understanding the answer, not by memorizing index theory.



Caching

A cache stores the answer to an expensive question so you don’t have to ask again. If your homepage runs the same heavy query for every visitor, cache the result in Redis for 60 seconds and serve it instantly.

Caching is a performance optimization, not a source of truth. The classic beginner trap is forgetting cache invalidation — the cached copy goes stale and users see old data. Rule of thumb: cache only when you’ve measured a real bottleneck, and always have a clear rule for when the cached value expires or gets refreshed.

There are two clean strategies, and mixing them up causes most cache bugs. Time-based expiry (TTL — Time To Live, like an expiry date stamped on the cached value) says “this value is good for 60 seconds, then throw it away” — simple, and fine when slightly stale data is harmless (a view count, a homepage feed). Event-based invalidation says “delete the cached value the moment the underlying data changes” — correct, but you must remember to do it on every write path, which is exactly where people slip. When in doubt, prefer a short TTL: a value that’s at most a minute stale is a smaller bug than a value that’s stale forever because you forgot one invalidation.



Queues

A queue lets you say “do this later” instead of “do this now.” When a user signs up, you don’t want them waiting while you send a welcome email and resize their avatar. Push those jobs onto a queue (RabbitMQ, BullMQ, Cloudflare Queues, SQS); a background worker picks them up. The user gets an instant response.

Use a queue for any task that is slow, can fail and retry, or doesn’t need to finish before you respond to the user.

The catch most beginners hit is that a queued job can run more than once — a network blip makes the worker retry, and now the welcome email goes out twice. The fix is to make jobs idempotent: design them so running the same job twice has the same effect as running it once (check “did I already send this?” before sending). Also decide upfront what happens to a job that keeps failing; mature queues route it to a dead-letter queue so one poison message doesn’t block everything behind it.



Common Beginner Mistakes


	Reaching for NoSQL because it sounds modern. Most apps have relationships; SQL handles them better.

	Storing money as floating-point. 0.1 + 0.2 is famously not 0.3. Use decimal types.

	No backups. Managed services usually back up automatically — confirm it, don’t assume it.

	Putting secrets or huge files in the database. Files belong in object storage (S3, R2); the database stores the link.

	Letting AI write raw queries with user input glued in. This causes SQL injection. Use parameterized queries.

	The N+1 query. A loop that runs one query per item (fetch 100 posts, then 100 separate author lookups) hammers the database. Fetch related data in one query with a join, or batch the lookups.

	Never load-testing. A query that’s instant on your laptop’s 50 rows can crawl on production’s 5 million. Seed a realistic amount of fake data before you trust performance.





Directing AI to Build Your Data Layer

AI is excellent at schema design and query writing — if you give it the constraints to design against. Don’t say “make a database.” Describe the domain, the relationships, and your non-negotiables.

A strong prompt looks like this:

Design a PostgreSQL schema for a task-management app.

Entities and relationships:
- A user can own many projects.
- A project has many tasks.
- A task belongs to one project, has a status
  (todo / doing / done), and an optional due date.

Requirements:
- Use UUID primary keys and created_at timestamps.
- Enforce relationships with foreign keys.
- Add indexes for the columns we'll filter on.
- Give me the schema as SQL, plus a forward migration file.
- Explain any trade-offs you made.

Then review the output with the checklist from this chapter: honest types, foreign keys and constraints present, sensible indexes, no duplicated data. When you ask for queries, explicitly require parameterized queries so user input is never concatenated into SQL. And for any migration that drops or renames something, ask AI to call it out so you can back up first.

The database is the part of your app where mistakes are hardest to undo — data, once corrupted or lost, doesn’t always come back. That’s exactly why these fundamentals are worth knowing: not so you can write every line yourself, but so you can direct AI confidently and catch the dangerous moves before they ship.



Recap and Practice


Key takeaways


	Most apps need only one of three storage shapes — relational, document, or key-value — and relational is the safe default.

	Start with a managed database; you keep the data and the schema decisions, the platform keeps the servers running.

	Good schema design means honest types, foreign keys and constraints, sensible indexes, and no duplicated data.

	Treat every migration as a one-way door: back up before anything that drops or renames, and review AI-written migrations closely.

	Always demand parameterized queries so user input is never concatenated into SQL.





Try it

Pick a tiny app idea and write out its entities and relationships in plain English first. Then hand that description to AI and ask for a schema plus a forward migration — and review the result against this chapter’s checklist before running anything.

Design a relational schema for a personal bookmarks app.

Entities and relationships:
- A user has many bookmarks.
- A bookmark belongs to one user, has a URL, a title, and many tags.
- A tag can apply to many bookmarks.

Requirements:
- Use UUID primary keys and created_at timestamps.
- Enforce relationships with foreign keys.
- Add indexes for the columns we'll filter on.
- Give me the schema as SQL plus a forward migration file.
- Flag any migration step that drops or renames so I can back up first.






Guardrails, Tests & Reviews
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Vibe coding lets you move fast. The danger is that you also move fast in the wrong direction — and because the AI sounds confident, you might not notice until something breaks in front of a real user. Guardrails are how you keep the speed without the crashes.

This chapter is not about turning your project into a bureaucracy. It’s about a handful of cheap, automatic checks that catch the AI’s mistakes (and yours) before they reach production. Set them up once, and they work in the background forever. The whole philosophy of this chapter is one line: never ship something you don’t understand. Guardrails are what make “understand it” cheap enough that you’ll actually do it every time.


Why you need guardrails when directing AI

The AI doesn’t know what your app is supposed to do. It pattern-matches to what looks plausible. That means it will happily:


	Delete a check it doesn’t understand “to fix the error”

	Refactor three files when you asked it to change one

	Introduce a subtle bug that the happy path doesn’t reveal

	Confidently tell you it’s done when it never ran the code



Guardrails turn “trust me” into “prove it.” The goal is a system where it’s hard to break things by accident, so you can keep saying “just try it” without holding your breath.

Think of the guardrails as a pipeline every change must pass through before it can reach real users. Each gate is cheap and automatic; any one of them can stop a bad change cold:

   code change
       │
       ▼
  ┌────────┐   ┌────────┐   ┌────────┐   ┌──────────┐   ┌────────┐
  │  LINT  │ ▶ │ TYPES  │ ▶ │ TESTS  │ ▶ │ CI  GATE │ ▶ │ DEPLOY │
  │ style  │   │ shapes │   │ behavior│  │ all green│   │  live  │
  └────────┘   └────────┘   └────────┘   └──────────┘   └────────┘
       │            │            │             │
       ▼            ▼            ▼             ▼
     ✗ FAIL ────────────────────────────▶ blocks the merge
                 (fix it before it reaches users)

There’s a deeper reason this matters more with AI than with a human teammate. A human who deletes a validation check usually knows they’re taking a risk, and they feel the weight of it. The AI feels nothing. It will remove a guard, rewrite a file, and report success in the same cheerful tone whether the change is brilliant or catastrophic. You can’t read its body language, because it doesn’t have any. The guardrails are its body language — they’re the only honest signal you get about whether the work is actually sound.



Tests: your safety net

A test is code that checks other code does what you expect. Once written, it runs in seconds and tells you immediately if something regressed.

A healthy test suite looks like a pyramid: lots of tiny fast unit tests at the base, fewer integration tests in the middle, and only a handful of slow end-to-end tests at the top. Most of your safety comes cheaply from the bottom:

              ╱╲
             ╱  ╲        E2E         few · slow · whole app
            ╱────╲       (end-to-end)
           ╱      ╲
          ╱  INTEG ╲     INTEGRATION  some · medium
         ╱──────────╲    (parts together)
        ╱            ╲
       ╱     UNIT     ╲  UNIT          many · fast · one function
      ╱────────────────╲
         cheap base = most of your tests

You don’t need 100% coverage. Start by testing the things that would hurt most if they broke: login, payments, data that can’t be regenerated, core business logic. The AI is excellent at writing tests — often better than at writing features, because the expected behavior is concrete.

Here’s a prompt that works well:

Write tests for the calculateDiscount function in src/pricing.js.
Cover: a normal case, the zero/empty case, the maximum-discount
boundary, and one invalid input. Use the existing test setup in
this repo (check how other *.test.js files are structured).
Run the tests and show me they pass before you finish.

That last line matters. Always ask the AI to run the tests, not just write them. A test that was never executed is a guess. It’s also worth being specific about which cases to cover, because left to itself the AI tends to write three variations of the happy path and call it thorough. The cases that actually catch bugs are the boring ones: empty input, the boundary value, the thing that should throw.

A simple example of what it should produce:

import { calculateDiscount } from "./pricing.js";
import { describe, it, expect } from "vitest";

describe("calculateDiscount", () => {
  it("applies a normal percentage discount", () => {
    expect(calculateDiscount(100, 0.2)).toBe(80);
  });

  it("returns the full price when discount is zero", () => {
    expect(calculateDiscount(100, 0)).toBe(100);
  });

  it("never discounts below zero", () => {
    expect(calculateDiscount(100, 1.5)).toBe(0);
  });

  it("rejects a negative price", () => {
    expect(() => calculateDiscount(-10, 0.2)).toThrow();
  });
});


When you change a feature later, run the tests first. If they go red, you found the break before your users did. When the AI fixes a bug, ask it to add a test that fails on the old behavior — that way the bug can’t quietly come back. This habit has a name: the regression test. Every bug you hit is a lesson the codebase paid for; a regression test is how you keep the lesson.

One warning: a test can be wrong too. If the AI writes a test that asserts the buggy behavior is correct, it will pass forever while your app stays broken. So read the assertions, not just the green checkmarks. A passing test only means “the code does what the test says” — you still have to confirm the test says the right thing.



Type checking and linting: free mistakes caught

Two tools catch whole categories of errors with almost no effort on your part:


	Type checking (TypeScript, mypy, etc.) catches “you passed a string where a number was expected” and “this value could be undefined.” The AI loves to forget edge cases that types make impossible.

	Linting (ESLint, Ruff, etc.) catches unused variables, unreachable code, and style drift. It keeps a codebase touched by AI from slowly turning to mush.



Set these up early and tell the AI to obey them: “Run the type checker and the linter, and fix anything they report before you call this done.” Treat a clean type check as part of the definition of finished.

Watch for the lazy escape hatches, though. When the type checker complains, the genuinely correct fix is to handle the case it found — the undefined value, the wrong type. The fast fix is to silence the complaint with // @ts-ignore, any, or a # type: ignore comment, and the AI reaches for these constantly because they make the red text disappear. They also make the check worthless exactly where it was trying to help. If you see a suppression comment appear in a diff, treat it as a question, not a solution: “Why is this needed? Fix the underlying type instead of ignoring it.”



Scoping AI changes

The single biggest cause of AI-induced damage is letting it change too much at once. A 400-line diff across nine files is impossible to review and easy to hide a bug in.

Keep changes small and contained:


	Ask for one logical change at a time, not “while you’re there, also…”

	Tell it explicitly: “Only touch src/auth.js. Don’t refactor anything else.”

	Commit working states often, so you always have a clean point to roll back to.

	When it proposes a big rewrite, ask it to break the work into steps you can review one by one.



Small scope makes the next step — reading the diff — actually possible. There’s a compounding effect here: small commits are also small blast radii. If a tightly scoped change turns out to be wrong, you revert one commit and lose ten minutes. If a sprawling change is wrong, you either spend an hour untangling which part broke things, or you throw away an afternoon of work. Scope discipline is cheap insurance you buy before you know you’ll need it.



Reading diffs critically

A diff is the list of exactly what changed: red lines removed, green lines added. Reading diffs is the highest-leverage habit in vibe coding, because it’s where you catch the AI doing something you didn’t ask for.

You don’t have to understand every line. Scan for these red flags:


	Files you didn’t expect to change. Why did a config file get touched?

	Deleted code. Did it remove a validation check, an error handler, or a test “to make it pass”?

	Secrets or hardcoded values. API (Application Programming Interface) keys, passwords, or URLs (Uniform Resource Locators — web addresses) that shouldn’t be in the code.

	Disabled checks. A skipped test, a commented-out guard, a // @ts-ignore, or a loosened permission.

	Scope creep. Changes far from what you asked for.



If anything looks off, ask: “Explain why you changed X — I didn’t ask for that.” Make the AI justify deletions especially. “It was causing an error” is a reason to understand the error, not to delete the check.

A practical way to build the habit: read the diff before you accept the change, never after. Once code is merged and the app seems to work, you’ll never go back and read it — there’s no friction forcing you to. The moment of review has to be the moment of decision. Tools help here: git diff --stat gives you a one-line-per-file summary so an unexpected file jumps out immediately, and reviewing on a pull request page surfaces the whole change in one scrollable view instead of scattered across your editor.



Review gates: a checklist before merging

A review gate is a short list of things that must be true before a change goes live. Run through it yourself, or have the AI confirm each item:


	I read the diff and understand what changed and why

	The change is scoped to what I actually asked for

	Tests pass (and new behavior has a test)

	Type check and linter are clean

	No secrets, debug logs, or commented-out code left behind

	No safety checks were quietly removed

	I tried the change myself, at least the happy path



If you can’t check a box, you’re not done.

The checklist is deliberately short because a gate you skip is no gate at all. The temptation, especially when you’re moving fast and the change “looks fine,” is to wave it through. Resist that on anything user-facing. A useful trick is to make the AI fill it in for you — paste the list and ask: “Go through this review gate for the change you just made. For each item, say PASS or FAIL with one line of evidence.” It can’t honestly write “tests pass” without having run them, and forcing it to cite evidence per line turns a vague “looks good” into something you can audit.



CI basics: make the checks automatic

CI (Continuous Integration) is a robot that runs your checks every time you push code, so you can’t forget to run them. Most platforms make this a single file. Here’s a minimal GitHub Actions example:

# .github/workflows/ci.yml
name: CI
on: [push, pull_request]

jobs:
  check:
    runs-on: ubuntu-latest
    steps:
      - uses: actions/checkout@v4
      - uses: actions/setup-node@v4
        with:
          node-version: 20
      - run: npm ci
      - run: npm run lint
      - run: npm run typecheck
      - run: npm test


Now every push gets linted, type-checked, and tested automatically. If anything fails, you see a red mark before the code can be merged. You can even ask the AI to write this file for your stack — “Add a GitHub Actions workflow that runs our lint, type check, and tests on every pull request.”

With branch protection turned on, a red check doesn’t just warn you — it physically locks the merge button until the build is green again:

   pull request
        │
        ▼
   ┌──────────────┐      all pass        ┌───────────────┐
   │ CI runs      │ ───── ✓ green ─────▶ │ MERGE allowed │ ──▶ main
   │ lint · types │                      └───────────────┘
   │ · tests      │      any fail
   └──────────────┘ ───── ✗ red ──────▶  ┌───────────────┐
                                          │ MERGE blocked │  🔒
                                          └───────────────┘
                                          fix, push, re-run

The point of CI isn’t the automation for its own sake — it’s that it moves the checks off your memory and into the pipeline, where they can’t be skipped on a tired night. Two upgrades are worth making once the basics run green. First, turn the checks into a required status on your main branch (a “branch protection rule” on GitHub) so a red build literally blocks the merge button instead of just showing a warning you can ignore. Second, when CI fails, paste the failing log straight to the AI: “CI failed on this run, here’s the output — diagnose and fix it.” The log is a precise, machine-generated bug report, which is exactly the kind of input the AI is best at acting on.



Safe-by-default habits

Pull it together into reflexes that let you move fast without fear:


	Work on a branch, not directly on production. Branches are free; broken production is not.

	Commit small, working states often. Frequent commits make rollback trivial.

	Always ask the AI to run what it wrote — tests, the app, the type checker.

	Keep one terminal for the AI and one for yourself, so you can verify independently.

	Never let a change ship that you didn’t read. Speed comes from good guardrails, not from skipping the review.



Guardrails don’t slow you down — they’re what let you say “yes, ship it” without a knot in your stomach. Set them up once, and the AI can sprint while the safety net catches the falls.



When a guardrail screams: triage before you fix

Guardrails are only useful if you respond to them well, and the failure mode is predictable: the build goes red, you panic a little, and you paste the error to the AI with “fix it.” Sometimes that works. Often it produces a fix that makes the red text go away without addressing what was actually wrong — the AI weakens the test, widens a type, or wraps the failing call in a try/catch that swallows the problem.

Before you let it “fix” anything, spend ten seconds on triage. There are really only three kinds of guardrail failure:


	A real bug you just introduced. The check is doing its job. Fix the code, not the check.

	A test that’s now out of date. You changed the behavior on purpose, and the old assertion no longer matches. Update the test to assert the new correct behavior — deliberately, not reflexively.

	A flaky or wrong check. Genuinely rare. Be suspicious of yourself here; this is the bucket people dump real bugs into because it’s the one that lets them move on.



The instruction that keeps the AI honest is to make it diagnose before it changes anything:

The test "never discounts below zero" is failing.
First, tell me WHY it fails — what does the code do now vs. what
the test expects. Then tell me which is correct: the code or the
test. Do NOT change anything until I confirm.

That one pause is the difference between a guardrail that protects you and a guardrail you’ve quietly trained the AI to defeat. A red check is information; the worst thing you can do is pay to make it green without reading what it was telling you.



Recap and Practice


Key takeaways


	Guardrails are what let the AI sprint while a safety net catches the falls — they speed you up, not down.

	Tests, type checking, and linting catch mistakes for free; wire them into CI so the checks run automatically.

	Scope AI changes narrowly and read every diff critically before you merge.

	A red check is information — triage it (real bug / outdated test / flaky check) before letting AI “fix” it.

	Never ship a change you didn’t read.





Try it

In a project of yours, set up one automated check you don’t have yet — a single test, a linter, or a type-check step — and add it to a CI workflow so it runs on every push. Then deliberately break something small and confirm the check goes red before you fix it.

Add a CI workflow to this repo that runs the test suite, the linter,
and the type checker on every push and pull request. Generate the
config, explain each step, and tell me how to read the output when a
check fails so I can tell a real bug from an out-of-date test.






Shipping to Production
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You have been building. The app works on your machine, the demo wowed a friend, and the itch to put it out into the world is real. This is the moment a lot of solo builders stall — not because the code is broken, but because “going live” feels like a different discipline with its own dark arts: DNS (Domain Name System, the internet’s address book that turns a name like yourdomain.com into the number a server lives at), servers, secrets, payment webhooks. Good news: this is exactly the kind of mechanical, well-documented work that AI is best at. Your job is to direct. Their job is to type the commands.

But “direct” is the load-bearing word. The theme of this whole book is understand what you ship. You do not need to memorize the flags, but you do need to know what each step is for — what a webhook protects you from, why a secret must never hit your repo, what a spend cap is caging. When you understand the shape of the thing, you can tell when the AI’s confident answer is quietly wrong, and you can recover when the first deploy explodes. The builders who get burned at launch are almost always the ones who pasted commands they could not read.

This chapter walks the whole last mile, from a working local app to a real URL (Uniform Resource Locator, the web address people type into a browser) people can pay you through.


Pick a Host and Deploy

For most vibe-coded apps, you do not need a server you babysit. Modern platforms take your code and give you a live URL in minutes. The common choices:


	Static sites and frontends: Cloudflare Pages, Vercel, Netlify, GitHub Pages.

	Full-stack apps and APIs (Application Programming Interfaces, the doorways one program uses to talk to another): Cloudflare Workers, Vercel, Render, Fly.io, Railway.

	Heavier backends: a container platform or a small VPS (Virtual Private Server, your own rented slice of an always-on computer in a data center).



The right move is to tell the AI what you built and let it recommend. Try: “This is a Next.js app with a Postgres database. I want the cheapest reliable host with a generous free tier. Give me the deploy steps and a config file.” Be specific about the things that actually constrain the choice: your framework, whether you have a database, whether you need background jobs or file uploads, and your budget. A static marketing page and a full-stack app with a queue have very different homes.

Once you have picked one, deploying is usually a couple of commands:

# Example: Cloudflare Workers via Wrangler
npm install -g wrangler
wrangler login
wrangler deploy

# Example: Vercel
npm install -g vercel
vercel --prod


Let the AI generate the platform config (wrangler.toml, vercel.json, etc.) and explain any errors the first deploy throws. First deploys almost always throw something — a missing build command, a wrong output directory, a Node version mismatch, an environment variable (a named setting handed to your app from outside the code, like a key under the doormat the app knows to look for) the build needs but cannot find. None of these mean you did something stupid; they mean the platform needs to be told one more thing. Paste the error back verbatim and ask for the fix, and ask why it happened so the next one surprises you less. Two or three rounds and you are live on a temporary URL. Open that URL and click through the core flow before you celebrate — “the deploy succeeded” and “the app works” are not the same claim.

Every deploy walks the same pipeline. The preview step is your safety net: it gives every change its own URL to click before it can ever touch real users.

   YOUR MACHINE              THE PLATFORM
 ┌──────────────┐
 │  write code  │
 │  git commit  │
 │  git push    │
 └──────┬───────┘
        │  push
        ▼
 ┌──────────────┐   fail   ┌──────────────────┐
 │    BUILD     ├─────────▶│  read error,     │
 │ install deps │          │  fix, push again │
 │ compile      │◀─────────┤  (2–3 rounds)    │
 └──────┬───────┘   retry  └──────────────────┘
        │  pass
        ▼
 ┌──────────────┐
 │   PREVIEW    │  temporary URL — click the core flow here
 │  *.pages.dev │  ── share · test · verify ──┐
 └──────┬───────┘                             │
        │  looks good?  ──── no ──────────────┘
        │  yes
        ▼
 ┌──────────────┐
 │  PRODUCTION  │  your real domain · real users
 └──────────────┘



Custom Domains and DNS

A *.workers.dev or *.vercel.app URL is fine for testing, but you want your own name. The flow:


	Buy the domain (Namecheap, Cloudflare Registrar, Porkbun — pick one).

	Point its DNS at your host. This usually means adding a CNAME or A record, or changing the domain’s nameservers entirely.

	Add the domain in your host’s dashboard and let it issue an SSL certificate (the digital ID card that proves the site is really yours and turns on the padlock and HTTPS — the secure, encrypted version of the web’s transfer protocol) automatically.



A quick mental model so the records stop feeling like magic: an A record points a name straight at an IP address; a CNAME points one name at another name (handy when the host’s IP can change under you); and nameservers hand the whole domain over to a provider so it manages every record for you. Most modern hosts prefer either a CNAME or a full nameserver switch — they want to manage the SSL certificate and the edge routing themselves.

Here is the whole chain a visitor’s request travels, and where each piece you set up lives in it:

  visitor types
  yourdomain.com
       │
       ▼
 ┌───────────┐   "what IP is        ┌──────────────┐
 │  BROWSER  │── yourdomain.com?" ──▶│     DNS      │  ← your A / CNAME
 │           │◀── here's the IP ─────┤  (registrar) │     record points here
 └─────┬─────┘                       └──────────────┘
       │  HTTPS request to that IP
       ▼
 ┌───────────┐   ← SSL certificate proves
 │   HOST    │     the site is really yours
 │ (CF/Vercel)│
 └─────┬─────┘
       │  routes to
       ▼
 ┌───────────┐
 │  YOUR APP │  serves the page
 └───────────┘

DNS is the single most confusing part for beginners, mostly because of jargon and propagation delays. Have the AI translate. Ask: “My domain is registered at Namecheap and I’m hosting on Cloudflare Pages. Walk me through exactly which records to add, what values, and how to verify it worked.” Then verify the result yourself with a quick check rather than just refreshing the browser:

# Look up the records the world actually sees
dig yourdomain.com
nslookup yourdomain.com

# Confirm the certificate is live and not expired
curl -I https://yourdomain.com


DNS changes can take anywhere from minutes to a day to propagate, and your own browser’s cache is the worst liar of all — it will happily show you a stale answer long after the rest of the internet has updated. If it is not live immediately, that is normal: check from your phone on cellular data, or use an online “DNS propagation” checker, before you assume something is broken.



Environment Variables and Secrets

Your code needs API keys, database URLs, and tokens. These must never be committed to your repo. Once a secret is in git history, it is effectively public forever — deleting the line in a later commit does not remove it from history, and bots scrape new public repos for leaked keys within minutes. Two rules carry you a long way:


	Keep secrets in a .env file locally, and make sure .env is in your .gitignore.

	Set the same values as environment variables in your host’s dashboard (or via the CLI — the Command-Line Interface, the text-prompt window where you type commands instead of clicking) for production.



# .env  (local only — never commit this)
DATABASE_URL=postgres://localhost:5432/app
STRIPE_SECRET_KEY=sk_test_xxx
SESSION_SECRET=change-me

# Set the production equivalents on the host
wrangler secret put STRIPE_SECRET_KEY
vercel env add STRIPE_SECRET_KEY production


Maintain a committed .env.example listing the names (not values) of every variable, so future-you and the AI both know what the app expects. Note the sk_test_ prefix above — keep your test and live keys clearly distinguishable, and never let a live key sit in a local .env you might paste into a chat. If you ever paste a secret into a chat or commit one by accident, treat it as compromised and rotate it immediately: generate a new key in the provider dashboard, update it everywhere, and revoke the old one. Rotating costs you five minutes; a leaked database URL can cost you everything in the database.



Wiring Up Payments

If you want to get paid, the standard path for a solo builder is Stripe (or Lemon Squeezy / Paddle if you want them to handle sales tax for you — as a merchant of record, they take a bigger cut but make the tax headache disappear). The mechanics are repetitive and well-documented, which makes them ideal to delegate. The pieces you need:


	A checkout flow — Stripe Checkout is the fastest; it hands you a hosted payment page so you never touch raw card details.

	Think of a webhook like the payment company phoning your app the instant a sale clears, instead of your app having to keep asking “did it go through yet?” A webhook is exactly that: an endpoint (a URL on your server) the payment provider calls so your app learns when a payment actually succeeded. This is the part beginners skip and then wonder why orders never get fulfilled. The redirect back to your site can be closed, blocked, or faked; the webhook is the server-to-server source of truth. Never trust the redirect alone; trust the webhook.

	A way to store entitlements — mark the user as paid in your database, so a refresh or a new device still sees what they bought.



The key insight is which arrow you trust. The user’s redirect back to your site can be lost or faked; the webhook is the server-to-server line that actually unlocks the product:

 ┌──────┐  1. click Buy   ┌───────────┐
 │ USER │────────────────▶│  YOUR APP │
 └──────┘                 └─────┬─────┘
    ▲                           │ 2. create checkout session
    │                           ▼
    │                    ┌─────────────┐
    │  3. pay on hosted  │   STRIPE    │
    └───────────────────▶│   Checkout  │
       (card details)    └──────┬──────┘
                                │
          ┌─────────────────────┴─────────────────────┐
          │ 4a. redirect back        4b. WEBHOOK call  │
          │     (can be lost/faked)      (server→server,│
          ▼                              signed, trusted)▼
   ┌──────────────┐                          ┌────────────────────┐
   │ thank-you    │   ✗ do NOT unlock here   │ YOUR APP /webhook   │
   │ page (UI only)│                         │ verify signature →  │
   └──────────────┘                          │ mark user PAID  ✓   │
                                             └────────────────────┘

Ask the AI to scaffold all three and explain the webhook signature verification, since that is the one security-sensitive step — without it, anyone who finds your webhook URL could fake a “payment succeeded” event and unlock your product for free. Test everything in Stripe’s test mode with their test card numbers (4242 4242 4242 4242 is the famous one) before flipping to live keys, and use the Stripe CLI to forward webhook events to your local machine so you can watch them fire. Do not skip the test-mode dress rehearsal. The first real money that moves through your app should be a transaction you have already seen work a dozen times.



Staging and Rollbacks

Two habits separate a launch that recovers gracefully from one that turns into a midnight panic: testing changes somewhere safe before they hit real users, and being able to undo a bad deploy instantly.

A staging environment is just a second copy of your app — same code, separate URL, separate (or throwaway) database — where you try things before production. Most hosts make this nearly free: every pull request gets its own preview URL automatically, so you can click through a change and share it with someone before merging. Use it especially for anything you cannot easily reverse, like a database migration.

Picture the three environments as a ladder a change climbs, with rollback as the rope that drops production straight back to the last good rung:

   dev  ──▶  staging / preview  ──▶  production
 (laptop)    (PR preview URL)        (real users)
   try         click through            live
 anything      share, verify        ┌──────────────┐
                                     │  deploy #42  │ ◀── current (broken)
                                     ├──────────────┤
                              ROLLBACK│  deploy #41  │ ◀── last known good
                                  │   ├──────────────┤
                                  └──▶│  deploy #40  │
                                     └──────────────┘
                          one command / one click = instant undo

A rollback is your undo button for the whole app. Because these platforms keep every previous deploy, going back to the last good version is usually one command or one dashboard click:

# Cloudflare Pages: redeploy a known-good build
wrangler pages deployment list
wrangler pages deployment rollback <DEPLOYMENT_ID>

# Vercel: promote a previous deployment back to production
vercel rollback <DEPLOYMENT_URL>


Know this command before you need it, not during the outage. The whole point of vibe-coded velocity is that shipping is cheap — but cheap shipping only feels safe when un-shipping is just as cheap.



Monitoring and Error Tracking

Once people use your app, you need to know when it breaks — ideally before they tell you. The lightweight starter kit:


	Error tracking: Sentry catches and groups exceptions with stack traces, and tells you which user and which line triggered each one. A few lines to install.

	Uptime monitoring: a free pinger (UptimeRobot, Better Stack) hits your site every few minutes and emails you when it goes down.

	Logs: know where your host keeps them (wrangler tail, the Vercel dashboard, etc.) so you can investigate when something looks wrong.



Have the AI add Sentry and wire a basic health-check endpoint — a tiny route like /health that returns 200 OK and confirms the database is reachable, which your uptime monitor can ping. The goal is not enterprise observability — it is simply not finding out about an outage from an angry tweet.



Performance and Caching

Slow apps lose users and rank worse in search. You do not need to micro-optimize on day one, but grab the cheap wins:


	Imagine keeping copies of your files in warehouses all over the world so each visitor is served from the one nearest them. That is a CDN (Content Delivery Network) — serve static assets through one (most hosts do this automatically).

	Cache expensive responses and database queries that do not change often.

	Compress and lazy-load images; ship less JavaScript.

	Run Lighthouse in Chrome DevTools and feed the report to the AI for prioritized fixes.



Ask: “Here’s my Lighthouse report. Give me the three changes with the biggest impact for the least effort.” Let measurement, not guesswork, drive what you optimize — it is genuinely common to spend a day optimizing the wrong thing because it felt slow, when the real cost was a single unindexed query or a 4 MB hero image you forgot to compress.



Pre-Launch Checklist

Before you announce anything, walk this list. Have the AI help you verify each item rather than trusting your memory.


	App deploys cleanly and the production URL loads

	Custom domain resolves with valid HTTPS

	All secrets set in production; none committed to the repo

	.env is gitignored and .env.example is up to date

	Payments tested end-to-end (including the webhook) in test mode

	Sign-up, login, and the core happy path all work in production

	Error tracking and uptime monitoring are live

	You know how to roll back, and have tested it once

	Mobile layout checked on a real phone

	A basic privacy policy and terms page exist

	Database backups are enabled

	A clear way for users to contact you (email or form)





After You Launch

Shipping is the start, not the finish. The first version is a hypothesis; real users are the experiment. Watch your error dashboard, read every message, and ship small fixes fast. Resist the urge to rebuild everything at the first sign of friction — patch the sharp edges, double down on what people actually use, and let the rest wait.

The most powerful habit here is a tight loop: notice a problem or an idea, describe it to the AI, ship the change, watch the result. Because the mechanical work is delegated, you can iterate in hours instead of weeks. That speed — not any single feature — is the real advantage of building by vibe. You are live. Now keep going.



Recap and Practice


Key takeaways


	Shipping is a workflow, not a moment: deploy, observe, patch, repeat — and make rollback something you’ve already tested once.

	Run the pre-launch checklist before you announce anything, and have the AI verify each item instead of trusting your memory.

	Let measurement drive optimization — a Lighthouse report beats a hunch about what “feels slow” every time.

	Secrets live in production config, never in the repo; .env is gitignored and .env.example stays current.

	The first version is a hypothesis; real users are the experiment, so iterate in small, fast fixes.





Try it

Take an app you’ve deployed (or deploy a tiny one now) and run the full pre-launch checklist against it line by line. For every box you can’t honestly tick, paste the failing item to the AI and ask for the smallest change that closes the gap. Finish by clicking a deep link on the live site — not just the homepage — to confirm production behaves like dev.



Prompt of the chapter

Here is my deployed app and its stack: [describe app + hosting + services].
Act as my launch reviewer. Walk this pre-launch checklist item by item
and, for each, tell me how to verify it on the LIVE site (not in dev):
- production URL loads over valid HTTPS on the custom domain
- all secrets set in production; none committed to the repo
- core happy path (sign-up, login, main action) works in production
- payments tested end-to-end including the webhook (if any)
- error tracking and uptime monitoring are live
- I can roll back, and have tested it once
- mobile layout works on a real phone
- database backups are enabled
For every item that fails, give me the SMALLEST change that fixes it.
Do not assume anything passes — make me prove each one.






Case Studies: 0 to Launch
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Theory is useful, but nothing teaches vibe coding like watching it happen. This chapter walks through four small-but-real projects, built and shipped end to end by directing an AI. None of them are toys. Each one has users, a domain name, and money or time on the line.

For each, you’ll see the idea, the spec we handed the AI, the stack we chose, the prompts that actually moved the needle, the obstacles that nearly derailed us, and how it went live. Read these as runbooks, not highlight reels. The point isn’t that these exact projects matter — it’s that the moves repeat. By the fourth one you’ll start to recognize the rhythm: a short spec, a managed stack, evidence-driven debugging, and a launch that tests against reality.


Case Study 1: A Multilingual Landing + Payments Page


The idea

A friend sells a $29 PDF guide to expats moving to Korea. She wanted a single page that loaded fast worldwide, spoke English, Korean, and Chinese, and took card payments without her touching a server.



The spec

We kept the spec to one paragraph before writing any code:

Build a single-page marketing site for a $29 digital product.
Three languages (en/ko/zh), auto-detected from the browser but
switchable with a toggle. One "Buy" button that opens Stripe
Checkout and redirects to a thank-you page on success. No backend
server I have to maintain. Must load fast from anywhere.

Notice what the spec does not say: no framework, no design system, no analytics, no email capture. Every one of those would have been a reasonable feature, and every one would have slowed the first launch. The discipline of a one-paragraph spec is mostly the discipline of leaving things out.



The stack

“No backend I maintain” plus “fast worldwide” pointed straight at static hosting on an edge CDN (Content Delivery Network — copies of your files kept in data centers worldwide so each visitor loads from a nearby one) with a tiny serverless function for the one thing that needs a secret: creating the Stripe session. We chose a static site on Cloudflare Pages with a single Pages Function. The whole architecture fits in a sentence — a static page that calls one function that talks to Stripe — and that simplicity is what made it debuggable later.

The whole system is three boxes, and only the middle one ever touches a secret:

 ┌─────────────┐  POST /api/checkout  ┌──────────────┐  secret key  ┌────────┐
 │ STATIC PAGE │─────────────────────▶│ PAGES        │─────────────▶│ STRIPE │
 │ (HTML/JS)   │◀─────────────────────┤ FUNCTION     │◀─────────────┤        │
 │ en/ko/zh    │   checkout URL        │ (the only    │  session URL └────────┘
 └─────────────┘                       │  secret-side)│
       served from CDN edge            └──────────────┘



The key prompts

We started broad and let the AI propose structure:

Scaffold a static landing page (plain HTML/CSS/JS, no framework)
with a language toggle for en/ko/zh. Store the copy in a single
JS object keyed by language. Detect the default from
navigator.language. Keep it to one index.html plus one main.js.

Then the payment path, where the secret lives:

Add a Cloudflare Pages Function at /api/checkout that creates a
Stripe Checkout session for a single $29 product and returns the
redirect URL. Read STRIPE_SECRET_KEY from the environment, never
hardcode it. The Buy button should POST to this function and then
window.location to the returned URL.

The phrase “never hardcode it” earns its place. Left to its own defaults, an AI will happily drop a placeholder key inline to make the example “work,” and a placeholder has a way of becoming a real key that ships. Saying it out loud once, in the prompt, is cheaper than catching it in review.



The obstacle

The first live test failed: the Buy button did nothing, and the browser console showed a CORS (Cross-Origin Resource Sharing — the browser’s rule about which sites are allowed to call which) error. We didn’t guess. We pasted the exact error back:

Clicking Buy logs: "Access to fetch at '/api/checkout' blocked
by CORS policy." The function and page are on the same domain.
Here's the function code: [pasted]. What's actually wrong?

The AI spotted it instantly: the function was returning the Stripe URL as JSON (JavaScript Object Notation — a simple, readable text format programs use to swap structured data) but the fetch was being made before the function’s OPTIONS preflight was handled, because we’d deployed the static page and the function to two different Pages projects by mistake. The real fix was deployment topology, not code. We moved the function into the same project’s /functions directory and the error vanished.

The lesson is worth dwelling on: the symptom was in the code (a CORS error from a fetch), but the cause was in the infrastructure (two projects instead of one). If we’d let the AI “fix the CORS error” without pasting the setup, it would have bolted on Access-Control-Allow-Origin headers — a fix that compiles, papers over the symptom, and leaves the real bug live. Paste the literal error and the surrounding context, and don’t accept the first plausible explanation if it doesn’t match your setup.



The launch

We added the live Stripe keys as encrypted environment variables in the Pages dashboard (never in the repo), pointed her domain’s DNS (Domain Name System, the internet’s address book that maps a name to a server) at Pages, and ran one real $29 test purchase with a card, then refunded it. We also clicked through the failure path on purpose — a declined test card — to confirm she wasn’t charged and saw a sane message instead of a blank screen. Live in an afternoon. She made her first sale that evening.




Case Study 2: A Small SaaS Tool with Auth + Database


The idea

A freelance designer wanted a private dashboard to log billable hours per client and export a monthly CSV (Comma-Separated Values — a plain text spreadsheet file any spreadsheet app can open). Nothing fancy, but it needed accounts (so her data was hers alone) and persistence.



The spec

Auth and a database raise the stakes, so the spec got more specific about boundaries:

A logged-in web app where a user can: sign up / log in with email,
create clients, log time entries (date, client, hours, note),
see a table of entries filtered by month, and download that month
as CSV. Each user only ever sees their own data. Mobile-friendly.

“Each user only ever sees their own data” looks like a UX line. It is actually the security model of the entire app, compressed into nine words. Naming it in the spec meant we could point back to it every time the AI drifted.



The stack

For a solo builder, the winning move is a stack where auth and database are managed services, not code you write. We chose a Next.js app deployed on a serverless host, with a hosted Postgres database and a drop-in auth provider that handles email login, sessions, and password resets for us. Less code to get wrong is less code an AI can get wrong on our behalf. Auth in particular is a category you almost never want to hand-roll with an AI: the failure modes are silent, the blast radius is everyone’s account, and a managed provider has had its edge cases beaten on by millions of logins.

The managed pieces sit on the outside; the one rule you own sits in the middle — every query filters by user_id, so one user can never read another’s rows:

 ┌──────┐          ┌─────────────┐         ┌──────────────────┐
 │ USER │─ login ─▶│ AUTH        │─ user ─▶│  NEXT.JS APP     │
 └──────┘          │ (managed)   │  id     │                  │
                   └─────────────┘         │  every query:    │
                                           │  WHERE user_id=? ─┼──┐
                                           └──────────────────┘  │
                                                                 ▼
                                                       ┌──────────────────┐
                                                       │ POSTGRES (managed)│
                                                       │ clients · entries │
                                                       └──────────────────┘
            ↑ managed = less to get wrong   ↑ the one boundary YOU enforce



The key prompts

We let the auth provider’s own template do the heavy lifting, then directed the AI to layer the domain logic on top:

We're using [auth provider]'s Next.js starter. Add a Postgres
schema with two tables: clients (id, user_id, name) and
time_entries (id, user_id, client_id, date, hours, note). Every
query MUST filter by the logged-in user's id from the session.
Generate the migration and the typed data-access functions.

The “MUST filter by user_id” line was the most important sentence in the whole project. We repeated that constraint in nearly every prompt that touched data, because the single scariest bug in a multi-user app is one user seeing another’s rows. Repetition feels redundant when you’re typing it; it is exactly the redundancy that saves you, because the model has no memory of how much that constraint matters across separate prompts.

For the export:

Add a /api/export route that takes a month (YYYY-MM), pulls the
logged-in user's time_entries for that month joined to client
names, and streams a CSV download. Reject the request if there's
no valid session.



The obstacle

In testing, we created two accounts and discovered account B could see account A’s clients in a dropdown. This is exactly the bug we feared. Rather than ask the AI to “fix it,” we made it prove the problem first:

Account B is seeing Account A's clients. Show me every database
query in the codebase that reads the clients table, and for each
one tell me whether it filters by the session user_id. Don't fix
anything yet — just audit.

The audit surfaced one query — the dropdown loader — that had been written before we added the constraint and slipped through. We had it add the missing filter, then asked for a guard:

Add a single helper that every read goes through, which takes the
session and injects the user_id filter, so no future query can
forget it. Refactor the existing queries to use it.

That turned a one-off fix into a structural guarantee. Then we made the guarantee testable, because a guard you can’t verify is just a hope:

Write a test that creates two users, has each create a client,
then asserts that user A's session can never read user B's client
through any of the data-access functions.

The lesson: when an AI introduces a security bug, don’t just patch the instance — direct it to remove the category of mistake, then lock the category shut with a test that fails loudly if anyone reopens it.



The launch

We seeded a test month of data, exported the CSV, opened it in a spreadsheet to confirm the numbers and encoding were right, then set a strong database password and rotated the credentials out of any local file. We deployed to the serverless host, added the production environment variables in its dashboard, and gave her the URL. She onboarded herself with a real signup. The whole build was a weekend.




Case Study 3: A Personal Automation Utility


The idea

A purely selfish one: a script that every morning grabs the day’s calendar events and the weather, formats a one-line summary, and sends it to a personal Telegram chat. The point was to stop opening three apps before coffee.



The spec

A scheduled job that runs at 7am my timezone. It reads today's
events from my calendar, fetches the forecast for my city, and
sends one Telegram message like: "3 events today, first at 9:30.
High 24C, rain after 4pm." If any source fails, still send what
you have and note what's missing.

That last sentence — degrade gracefully instead of crashing — is the kind of behavior you have to ask for explicitly. The AI won’t assume it. Left unsaid, the default a model reaches for is “throw on error,” which for a 7am cron job means a silent morning and no clue why.



The stack

A single scheduled serverless function (a Cron-triggered Worker) so there’s no machine to keep running. The whole thing is one file plus a schedule. For a personal utility this matters more than it sounds: anything with a server to babysit is a thing you will eventually forget to pay for, and the project dies of neglect rather than failure.

One trigger fans out to two sources and funnels back into one message. The try/catch around each source is what lets a single failure degrade gracefully instead of killing the whole run:

                    ┌─────────────────┐
  7am cron ───────▶ │  WORKER         │
                    │                 │   try ┌──────────────┐
                    │  fetch sources ─┼──────▶│ WEATHER API  │
                    │  (each in       │       └──────────────┘
                    │   try/catch)    │   try ┌──────────────┐
                    │                 ┼──────▶│ CALENDAR API │
                    │  build summary  │       └──────────────┘
                    │       │         │
                    └───────┼─────────┘
                            ▼
                    ┌─────────────────┐
                    │  TELEGRAM BOT   │  "3 events today… High 24C"
                    └─────────────────┘
   one source fails → send what you have, note what's missing



The key prompts

Write a Cloudflare Worker triggered by cron at 7am Asia/Seoul.
It calls a weather API and a calendar API (I'll provide both
tokens as secrets), builds a one-line summary, and POSTs it to
the Telegram Bot API. Wrap each external call in try/catch so one
failure doesn't kill the message. Read every token from env.

When we wanted to iterate on wording without waiting for 7am:

Add a manual trigger: if the Worker is hit with a GET request and
a ?test=1 query param, run the same logic immediately and return
the message text in the response instead of sending it. Keep this
behind a secret token so only I can trigger it.

That test trigger saved us from a brutal feedback loop — we could see the output on demand instead of once per day. It’s a general move worth stealing: anytime your code runs on a schedule, build yourself a way to run it now, on demand, before you commit to waiting on the clock.



The obstacle

The Telegram message arrived, but the times were wrong: events showed in UTC, not Korean time. The weather was fine. We isolated it:

Calendar times are 9 hours off — showing UTC, not Asia/Seoul.
The weather time ("rain after 4pm") is correct. Here's how I
format both: [pasted]. Fix only the calendar formatting and tell
me why the weather path was already right.

The AI explained the weather API (Application Programming Interface — the doorway one service exposes for another program to fetch its data) already returned localized strings while the calendar API returned UTC timestamps we were printing raw. It added a single timezone conversion at the calendar formatting step. Scoping the fix to “only the calendar path” stopped it from rewriting the working weather code — a common way AI fixes break things that were fine. The second half of that prompt — “tell me why the weather path was already right” — did double duty: it gave us the actual root cause instead of a guess, and it forced the AI to articulate the difference so its fix didn’t accidentally “harmonize” the two paths into one broken one.



The launch

“Launch” here just meant deploying the Worker, setting the cron schedule, and adding the API tokens as encrypted secrets. We hit the ?test=1 endpoint a few times to confirm the message read well, then left it. It’s run every morning since — and the graceful-degradation line proved its worth a month later, when the weather API had an outage and the message still arrived, just without the forecast.




Case Study 4: A Content Site You Don’t Have to Tend


The idea

A hobbyist wanted to turn a folder of Markdown notes — restaurant reviews from years of travel — into a searchable public site, with no CMS to log into and no monthly bill. Add a note, push, done.



The spec

A static site generated from a folder of Markdown files, one file
per review (title, city, rating, body in frontmatter). Build a
homepage that lists reviews newest-first, a page per review, and
client-side search by city or name. No database, no login, no
build step I have to run by hand. Pushing a new .md file should
publish it.

The hidden requirement is in the last sentence. “No build step I have to run by hand” means the spec is really about the workflow, not just the output — and workflow requirements are the ones AIs skip unless you name them, because they don’t show up in the running app.



The stack

A static site generator that reads Markdown at build time, deployed to a CDN host with Git-triggered builds. Push to the repo, the host rebuilds, the CDN serves it. Search is client-side over a small JSON index generated at build, so there’s no server and no query cost — a fine trade at a few hundred reviews, and a deliberate one we named rather than discovered.

The whole workflow is one arrow: a push triggers a build that publishes. Nothing runs at request time except the visitor’s own browser filtering an index:

  add review.md          ┌──────────────────┐
  git push  ───────────▶ │  CDN HOST        │
                         │  build step:     │
                         │  read all *.md   │──▶ static HTML pages
                         │  emit search.json│──▶ tiny search index
                         └────────┬─────────┘
                                  │ serves
                                  ▼
                         ┌──────────────────┐
                         │  VISITOR BROWSER │  filters search.json
                         │  (client-side)   │  locally — no server
                         └──────────────────┘
        no database · no login · no build step run by hand



The key prompts

We anchored the AI to the data shape first, before any UI:

Set up a static site that reads every .md file in /reviews. Each
file's frontmatter has title, city, rating (1-5), date. Parse all
of them at build time into a sorted list (newest first) and
generate: a homepage listing them, and one page per review at
/reviews/<slug>. Show me the data-loading code first, before any
styling.

“Before any styling” is a deliberate lever. Ask for the whole thing at once and you get a beautiful page wired to data you can’t trust; ask for the data layer first and you can verify the foundation before a single pixel distracts you. Then search, scoped to stay cheap:

Generate a search.json at build time with {title, city, slug} for
every review. On the homepage, add a search box that filters the
visible list client-side by matching city or title — no network
calls, just filter the already-loaded index. Keep it under 50
lines of JS.



The obstacle

The build passed locally but the deployed site 404’d on every individual review page. The homepage worked; the per-review pages didn’t. We pasted the symptom and the config rather than theorizing:

Homepage works live, but /reviews/<slug> pages all 404 in
production while working in local dev. Here's my build output
directory listing and my host's deploy config: [pasted]. Why does
local dev serve these pages but production doesn't?

The AI traced it to the difference between dev-server routing (which
resolves paths dynamically) and static hosting (which serves only
files that physically exist). The build was generating the review
pages into the wrong output folder, so they never got uploaded —
dev had hidden the bug because its router faked the routes that
production couldn't.

We pointed the output directory at what the host actually deployed, the pages appeared, and we added one line to the launch checklist: click a deep link on the live site, not just the homepage. The broader lesson is that “works in dev” and “works deployed” are different claims, and static export is exactly where they diverge — dev servers are forgiving about routes in a way real file-based hosting never is.



The launch

We pushed a real review, watched the host rebuild, and loaded a deep link to that specific review on the live domain — the exact case dev had lied about. Then we searched for its city to confirm the index had picked it up. Adding the next review was a one-line commit, which was the whole point: the launch wasn’t a moment, it was a workflow that keeps working without us.




What the four have in common


	The spec came first, and it was short. A paragraph, not a document. But it named the constraints that mattered — languages, “only sees their own data,” “still send what you have,” “pushing a file should publish it” — including the workflow constraints that never show up in the running app.

	Secrets never touched the repo. Every project read keys from environment variables or encrypted secrets, set in a dashboard, not in code. We said “never hardcode it” out loud, because the default is the opposite.

	The stack was chosen so there was less to get wrong. Managed auth, managed database, static hosting, serverless functions — every choice removed a category of code the AI could break on our behalf, and a category of thing we’d have to maintain.

	Obstacles were solved by feeding the AI exact evidence — the literal error, the actual code, the deploy config, the real symptom — and by scoping fixes narrowly so working code stayed working. Twice the symptom was in the code but the cause was in the infrastructure.

	Launch meant a real test against reality: a live purchase (and a declined one), a second user account, an on-demand trigger, a deep link on the deployed site. Not “it compiled.”



You don’t need a big idea to start. You need a small one, a one-paragraph spec, and the willingness to direct rather than to type — and the patience to test the thing against reality before you call it done.



Recap and Practice


Key takeaways


	The spec came first and it was short — a paragraph that named the constraints that mattered, including workflow constraints that never show up in the running app.

	Secrets never touched the repo; every project read keys from environment variables or encrypted config set in a dashboard.

	The stack was chosen so there was less to get wrong — managed auth, managed database, static hosting, serverless functions.

	Obstacles got solved by feeding the AI exact evidence — the literal error, the actual code, the deploy config — and scoping fixes narrowly.

	Launch meant a real test against reality, not “it compiled”: a live purchase, a second account, a deep link on the deployed site.





Try it

Pick one of your own ideas and write its one-paragraph spec the way these four did: name the core action, the data each user can see, and at least one workflow constraint (how content gets published, who can do what). Then list the managed building blocks you’d lean on so there’s less custom code to break. Keep it to a single paragraph plus a short bullet list — if it grows past that, you’re over-specifying.



Prompt of the chapter

I want to build: [one-paragraph description of the app].
Before any code, help me tighten this into a buildable spec.
1. Restate the single core action a user performs.
2. List the data each user can see — and what they must NOT see.
3. Name the workflow constraints that won't show up in the UI
   (e.g. "pushing a file should publish it", "only their own data").
4. Recommend a stack that MINIMIZES custom code: managed auth,
   managed database, static or serverless hosting where possible.
5. Flag the one part most likely to go wrong, and how we'll test it
   against reality (a real purchase, a second account, a deep link).
Keep the spec to a paragraph plus bullets. Push back if it's too big.






Security for Vibe Coders
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Security is the part of vibe coding that bites quietly. A broken feature shows up immediately — the button doesn’t work, you fix it. A security hole shows up never, until the day someone finds it and dumps your users’ data on a forum. By then the AI that wrote the bug is long gone, and you’re the one explaining to a thousand people why their password leaked.

This chapter isn’t about fear. You don’t need to become a penetration tester or memorize the OWASP Top 10 to ship a safe small app. You need to understand a handful of ways software gets broken into, recognize the patterns the AI keeps producing, and add one review gate before you ship. The philosophy is the same as the rest of this book: never ship something you don’t understand — and security is the place where not understanding costs the most.


Why AI-generated code is insecure by default

The AI optimizes for the prompt you gave it, and your prompt almost always says “make it work,” never “make it safe.” So it produces the shortest path to a working feature. The shortest path is usually the insecure one: string-concatenated queries, an endpoint (one of the addressable doors into your app — a single URL the app answers requests at) with no permission check, a secret pasted inline because that’s the example it learned from.

It gets worse, because the AI learned from the entire internet — including a decade of tutorials and abandoned repos that were themselves insecure. Insecure code is more common in its training data than secure code, because secure code is harder to write and rarer to post. When you ask for “a login form,” you’re statistically likely to get the average login form on the internet, and the average login form on the internet has problems.

The AI also has no sense of threat. A human building a file upload feels a flicker of worry — what if someone uploads something nasty? The AI feels nothing. It writes the handler with the same confidence whether it’s airtight or wide open. There’s no hesitation, no “hmm, this part makes me nervous.” You have to supply the nervousness yourself.

The takeaway isn’t “AI code is dangerous, don’t use it.” It’s that “it works” and “it’s safe” are two different questions, and the AI only answers the first one unless you force it to answer the second.



Injection: when input becomes code

Injection is the oldest and still most common serious bug. It happens when data from a user gets treated as instructions instead of data. Two flavors matter for most apps.

SQL injection — SQL (Structured Query Language) is the language apps use to ask a database for data — is when user input slips into a database query. The classic vulnerable pattern:

// VULNERABLE: the user's input is glued straight into the query
app.get("/user", (req, res) => {
  const name = req.query.name;
  db.query(`SELECT * FROM users WHERE name = '${name}'`);
});
// If someone passes  name = '; DROP TABLE users; --
// your query becomes a command to delete the table.


The fix is a parameterized query (also called a prepared statement). You send the query and the data separately, so the database never confuses one for the other:

// SAFE: the value is passed as a parameter, never as code
app.get("/user", (req, res) => {
  const name = req.query.name;
  db.query("SELECT * FROM users WHERE name = ?", [name]);
});


The rule: never build a query by string concatenation. If you see backticks or + assembling SQL around a variable in a diff, stop and ask for the parameterized version.

The two paths put the same user input into the database, but only one keeps the database from mistaking that input for commands:

  user input:  '; DROP TABLE users; --
        │
        ├─────────────────────────┬───────────────────────────┐
        ▼                         ▼                            
  ✗ CONCATENATED            ✓ PARAMETERIZED                    
  "...WHERE name=             "...WHERE name = ?", [input]      
     '" + input + "'"          (query and data sent separately)
        │                         │
        ▼                         ▼
  ┌───────────────┐         ┌───────────────┐
  │   DATABASE    │         │   DATABASE    │
  │ reads input   │         │ treats input  │
  │ AS COMMANDS   │         │ as DATA only  │
  │  → table gone │         │  → safe lookup │
  └───────────────┘         └───────────────┘
       BREACH                    SAFE

XSS (cross-site scripting) is the same idea in the browser. If you take user input and drop it into a page as raw HTML (HyperText Markup Language, the code that tells a browser what to display), an attacker can inject a <script> tag that runs in your other users’ browsers — stealing their sessions, for example. The fix is escaping: render user content as text, not HTML. Modern frameworks like React escape by default, which is great, until the AI reaches for an escape hatch like dangerouslySetInnerHTML or innerHTML to “make it work.” Those bypass the protection. Treat any such call in a diff as a thing to question.

The unifying principle behind every injection bug: keep data and code separate. Whenever user input crosses into a query, a command, a template, or HTML, something must escape or parameterize it.



Secrets and API keys: the exposed-key trap

A secret is anything that grants access: API (Application Programming Interface) keys, database passwords, payment provider tokens, signing keys. The single most common — and most expensive — vibe-coding mistake is leaking one.

Two traps catch people constantly:


	Secrets in client code. Anything in your frontend (the JavaScript that runs in the browser) is public. Users can open dev tools and read it. The AI, asked to call an API from a React component, will happily paste your secret key right there — and now anyone who visits your site can copy it and run up your bill. Secret keys belong on the server, never in code that ships to the browser.

	Secrets in the repo. A key hardcoded in a file gets committed to git. Even if you delete it later, it lives forever in the git history, and bots scan public repos for exactly this within minutes of a push.



The correct home for a secret is an environment variable — a value supplied to the app at runtime, kept out of the code entirely:

// VULNERABLE: key is in the source, will be committed to git
const stripe = new Stripe("sk_live_51H8xQ2eZvK...");

// SAFE: key is read from the environment, never written in code
const stripe = new Stripe(process.env.STRIPE_SECRET_KEY);


A secret has exactly one safe home — server-side, read from the environment. The browser is a public place: anything shipped there can be read by anyone who opens dev tools.

            ┌──────────────────────────────────────────┐
            │  .env  (gitignored, never committed)      │
            │  STRIPE_SECRET_KEY=sk_live_...            │
            └───────────────────┬──────────────────────┘
                                │ injected at runtime
                                ▼
   ┌──────────────────────┐          ┌──────────────────────┐
   │   SERVER             │          │   BROWSER (client)    │
   │   process.env.KEY ✓  │   ✗──────│   anyone can read     │
   │   calls Stripe here  │  NEVER   │   dev tools · "view   │
   │                      │  send    │   source" · network   │
   └──────────────────────┘  here    └──────────────────────┘
        safe: stays private              public: = leaked

Add .env (and .env.local, etc.) to your .gitignore before you write a single secret. If a key ever does land in your code or history, treat it as burned: rotate it (generate a new one and revoke the old) — deleting the line is not enough, because the old key is still valid and still out there.



Authentication vs authorization: the endpoint everyone can call

These two words sound alike and the difference is where real breaches live.


	Authentication is who are you? — logging in, proving identity.

	Authorization is what are you allowed to do? — whether this logged-in user may perform this action on this data.



The AI is decent at authentication; libraries handle most of it. Authorization is where it routinely fails, because authorization is specific to your app’s rules and the AI doesn’t know them. The textbook disaster:

// VULNERABLE: checks you're logged in, but not WHO you are
app.get("/admin/export-all-users", requireLogin, (req, res) => {
  res.json(db.getAllUsers()); // any logged-in user can hit this
});


That endpoint is “protected” — you must be logged in. But any logged-in user, including one who signed up thirty seconds ago, can call it and download every user’s data. Authentication present, authorization absent. The fix is to check permission on the action itself:

// SAFE: confirms this user is actually an admin
app.get("/admin/export-all-users", requireLogin, (req, res) => {
  if (!req.user.isAdmin) return res.status(403).send("Forbidden");
  res.json(db.getAllUsers());
});


Think of two gates a request must pass. Authentication asks “are you logged in?”; authorization asks “are you allowed to do this?” The breach happens when an app builds the first gate and forgets the second:

  request ──▶ ┌──────────────────┐  ──▶ ┌──────────────────┐  ──▶  action
              │ AUTHENTICATION   │      │ AUTHORIZATION     │       runs
              │ "logged in?"     │      │ "may THIS user    │
              │                  │      │  do THIS action?" │
              └──────────────────┘      └──────────────────┘
                  ✓ most apps              ✗ often missing
                    build this               → the breach

  EXAMPLE — /admin/export-all-users
     logged-in user  ──▶ [auth ✓] ──▶ [ no authz check ] ──▶ ALL users dumped
     logged-in user  ──▶ [auth ✓] ──▶ [ isAdmin? → 403  ] ──▶ blocked  ✓

The same trap appears in miniature everywhere: an endpoint that returns order #1234 without checking the order belongs to the requesting user. Anyone can change the number in the URL and read someone else’s order. The rule is unglamorous and absolute: check authorization on every endpoint that touches data, and don’t trust an ID from the client. Don’t assume a hidden URL is safe because it’s hidden — “nobody knows this exists” is not a security control.



File handling and uploads

Letting users upload files is a quiet minefield, and the AI’s first draft almost never closes the holes:


	Validate the type and size. Without limits, someone uploads a 10 GB file or an executable. Check the actual content, not just the filename extension, which anyone can rename.

	Never trust the filename. A filename like ../../etc/passwd can make a naive handler write outside the intended folder (this is called path traversal). Generate your own safe names instead of using the one provided.

	Don’t serve uploads from the same origin as your app, and don’t let uploaded files be executed as code. A user-supplied file dropped into a folder your server will run is a direct path to takeover.



You don’t have to build all this yourself — a storage service handles most of it — but you have to ask, because the AI won’t volunteer it. “Add an upload feature” gets you the happy path. “Add an upload feature that validates file type and size, rejects anything but images, and stores files under generated names” gets you something closer to safe.



Dependency risk: the package the AI invented

Modern apps lean on dozens of third-party packages, and the AI suggests them freely. Two risks ride along.

First, typosquatting and hallucinated packages. Attackers publish malicious packages with names a hair off the real ones (reqeusts instead of requests), betting on a typo. The AI sometimes confidently imports a package that doesn’t exist — and an attacker who notices that habit can register that exact name with malware inside. Before installing anything the AI suggests, glance at it: does it actually exist, does it have real download numbers and a repo, is the name spelled the way you’d expect?

Second, unvetted dependencies in general. Every package you add is code running with your app’s full access. More dependencies means more surface area for both bugs and supply-chain attacks. Prefer fewer, well-known libraries over a long tail of obscure ones, and ask “do we actually need a package for this, or is it ten lines?” before adding one.

Run your ecosystem’s audit tool periodically (npm audit, pip-audit, and friends) — it flags known vulnerabilities in what you’ve already installed, and the AI is good at fixing what it reports.



The security review gate

Here’s the one habit that turns all of the above from a worry into a process: before you ship, make the AI attack its own code. The model that wrote the feature can usually find the holes in it — it just won’t unless you ask. Flip it from builder to adversary:

You wrote this endpoint. Now act as an attacker trying to break it.
List every way a malicious user could:
  - read or modify data they shouldn't (authorization holes)
  - inject code via input (SQL injection, XSS, command injection)
  - abuse missing validation or rate limits
For each, show the exact request that exploits it, then the fix.
Don't reassure me — assume there IS a vulnerability and find it.

That last line matters: left neutral, the AI tends to say “looks secure!” Told to assume a flaw exists, it actually goes looking. Pair the adversarial pass with a short pre-ship checklist you run on anything user-facing:


	Every endpoint checks authorization, not just that the user is logged in

	All database queries are parameterized — no string-built SQL

	User input rendered to the page is escaped (no raw HTML injection)

	No secrets in client code, and none committed to the repo

	.env is gitignored; any leaked key has been rotated

	File uploads validate type and size and use generated names

	New dependencies were eyeballed for real existence and reputation



Picture the gate as a sequence nothing ships without passing. The AI switches hats from builder to attacker, then the automated scans backstop what a human pass might miss:

  feature code
       │
       ▼
 ┌──────────────────┐   "assume there IS a bug, find it"
 │ ADVERSARIAL PASS │   authz holes · injection · validation
 │ (AI as attacker) │
 └────────┬─────────┘
          │ issues found? ── yes ──▶ fix ──┐
          │ no                             │
          ▼                                │
 ┌──────────────────┐ ◀─────────────────── ┘
 │ AUTOMATED GATES  │   secret scan (gitleaks) · npm audit
 │ (CI, every push) │   parameterized? · secrets out of client?
 └────────┬─────────┘
          │ all green
          ▼
        SHIP ✓     ── anything red blocks the push ──

And run a secret scanner before you push — a tool like gitleaks (or your platform’s built-in scanning) greps your code and history for things shaped like keys. It’s a one-command safety net for the most expensive mistake on the list, and you can have the AI wire it into CI (Continuous Integration — the robot that automatically runs your checks every time you push code) so it runs on every push.



Automation complacency, security edition

The most dangerous moment isn’t day one — it’s day ninety. On day one you’re cautious; you read every diff, you run the attacker prompt, you check the upload handler. Then a hundred changes ship and nothing bad happens, and the checking starts to feel like ceremony. You skip the review gate “just this once” on a small change. The small change adds an endpoint with no authorization check. Nothing happens for a while, because nothing happening is exactly what a security hole looks like from the inside.

This is automation complacency pointed at security, and it’s worse here than anywhere else, because security failures are silent and delayed. A broken feature punishes you in minutes. A broken permission check rewards you with apparent success right up until the breach. The absence of disaster is not evidence of safety — it’s the normal condition of a vulnerable app that simply hasn’t been found yet.

The defense is to make the gate cheap enough that you don’t skip it and automatic enough that you can’t. Put the secret scan and audit in CI so they run without your memory, and keep the attacker prompt handy for anything touching auth, data, or uploads. Hold one line: a change that handles user data or permissions doesn’t ship until someone — you, with the AI’s honest help — has actively tried to break it. Speed in vibe coding comes from good gates, not from trusting that the quiet means everything is fine.



Recap and Practice


Key takeaways


	AI-generated code is insecure by default; assume a vulnerability exists and go looking rather than trusting a clean first impression.

	The big categories repeat: injection, exposed secrets, missing authorization, unsafe file uploads, and invented dependencies.

	Authorization is per-request, not per-login — every endpoint must check that this user may do this action, not just that they’re logged in.

	Run a secret scanner like gitleaks before every push, and rotate any key that ever leaked; wire the scan into CI so you can’t skip it.

	Day ninety is more dangerous than day one — make the security gate cheap enough not to skip and automatic enough that you can’t.





Try it

Take any feature of yours that touches auth, user data, or uploads and run the adversarial review prompt below against it. For each vulnerability the AI reports, ask for the exact request that exploits it and the minimal fix, then apply the fix and re-run the prompt. Finish by running gitleaks (or your platform’s secret scan) over the repo and history.



Prompt of the chapter

Here is the code for a feature that handles [auth / user data / uploads]:
[paste the code].
Act as an attacker reviewing this for security holes. Specifically check:
  - broken authorization (can a user act on another user's data?)
  - injection via input (SQL injection, XSS, command injection)
  - exposed secrets or keys in code or responses
  - unsafe file handling (type, size, path, generated names)
  - missing validation or rate limits
For EACH issue, show the exact request that exploits it, then the fix.
Do NOT reassure me — assume there IS a vulnerability and find it.






Agent Orchestration
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For most of this book the AI has been a tool you hold in your hand: you ask, it answers, you check the result. That’s still the right mental model most of the time. But the tools have grown a second mode — one where you hand over a goal instead of a step, and the AI works for minutes (sometimes longer) before it comes back to you.

This chapter is about that shift, and about not losing the plot when it happens. The temptation is to read “agent” as “I can stop paying attention now.” That’s the reading that gets people in trouble. An agent is leverage on work you already understand — not a license to ship code you’ve stopped looking at.


The Three Tiers

It helps to see AI assistance as three tiers, each handing you a bit more rope.


	In-editor completions. The AI suggests the next line or block as you type. You’re in full control; you accept or reject each suggestion. The unit of work is a few lines, and you review all of them by default because they appear right under your cursor.

	Repo-level assistants. You chat with an assistant that can see your whole project, edit several files at once, run commands, and read the output. This is where most of the work in this book happens. The unit of work is a step or a small feature, and you review the diff after each turn.

	Autonomous agents. You give a goal — “make the test suite pass,” “migrate this module to the new API (Application Programming Interface, the set of commands one piece of software exposes for others to use)” — and the agent plans, edits, runs, reads errors, and tries again across many steps. You review the result, not each individual action. The unit of work is a whole task.



Each tier hands you more rope: a bigger unit of work, less continuous steering, and a later point where you review:

  TIER            UNIT OF WORK     YOU REVIEW        CONTROL
 ┌──────────────────────────────────────────────────────────────┐
 │ completions    a few lines      each suggestion   ███████ tight
 │   ▼            ───────────      ─────────────
 │ repo assistant a step/feature   the diff/turn     ████░░░
 │   ▼            ───────────      ─────────────
 │ autonomous     a whole task     the RESULT        █░░░░░░ loose
 │   agent
 └──────────────────────────────────────────────────────────────┘
   more rope ▼ ── steer continuously → set loose, check outcome

The jump that matters is the last one. With the first two tiers you steer continuously; with an autonomous agent you set it loose and check the outcome. That’s a different skill, and it’s the rest of this chapter.



When to Let It Run vs. Steer Manually

The decision to let an agent run unattended comes down to three questions — a checklist you run before you walk away.


	Blast radius. If this goes wrong, how much breaks? A formatting pass across the codebase has a small blast radius. A database migration or a change to your auth logic has a large one. The bigger the radius, the more you steer by hand.

	Reversibility. Can you undo it cheaply? Work on a fresh git branch with a clean working tree is reversible — git restore . and it’s gone. Work that deletes data, sends emails, charges cards, or pushes to production is not. Never let an agent run unattended over anything you can’t take back.

	Verifiability. Can you tell whether the result is right? If “done” means a green test suite or a page that visibly works, you can verify it in seconds and an agent is a great fit. If “done” depends on subtle judgment — money math, security rules, race conditions — you can’t gate on a quick check, so you stay close.



A simple way to combine them: let it run when the work is reversible and the result is cheap to verify; steer by hand when it isn’t. Carry over the rule from the build-features chapter — the bigger the blast radius, the smaller the step — and add its sibling: the bigger the blast radius, the tighter the leash.



Scoping a Task So It Can’t Wander

An autonomous agent fails in a specific way: it drifts. You ask for one thing, it “helpfully” refactors three others, touches files you never mentioned, and comes back with a diff you can’t read. The fix isn’t a smarter agent — it’s a tighter brief.

A good autonomous task has four parts: a clear goal, explicit constraints, a concrete done-criterion, and guardrails the agent can run itself. The guardrails are the most important part, because they’re the fence the agent can’t climb over without you noticing.

Goal: Make the failing tests in tests/checkout/ pass.

Constraints:
- Only edit files under src/checkout/. Do not touch src/auth/,
  the database schema, or anything in config/.
- Do not add new dependencies.
- Do not change the tests themselves — the tests define correct behavior.

Done when:
- `npm test tests/checkout/` is fully green.
- `npm run typecheck` passes.
- `git diff --stat` shows changes only under src/checkout/.

If you get stuck after two real attempts, stop and report what you
tried and what's still failing. Don't paper over a failure to make
the suite go green.

The brief works because it boxes the agent in: constraints wall off what it may touch, the done-criterion is a command it can run, and the verify loop keeps it honest:

 ┌───────────────────────── SCOPE FENCE ─────────────────────────┐
 │  may edit:  src/checkout/                                      │
 │  ✗ off-limits: src/auth/ · db schema · config/ · the tests    │
 │                                                               │
 │     ┌─────────┐   edit    ┌──────────────┐                    │
 │     │  AGENT  │──────────▶│ src/checkout/ │                   │
 │     │         │◀──────────┤              │                    │
 │     └────┬────┘  run test └──────────────┘                    │
 │          │                                                    │
 │          ▼  npm test + typecheck                              │
 │     ┌─────────────┐   green ──▶ DONE                          │
 │     │ VERIFY LOOP │   red   ──▶ retry (max 2)                 │
 │     └─────────────┘   stuck ──▶ STOP & report ────────────────┼─▶ you
 └───────────────────────────────────────────────────────────────┘

Three things make this brief hard to wander out of. The constraints draw a wall around the files the agent may touch. The done-criterion is a command anyone can run, not a vibe. And the last paragraph gives it permission to stop and ask instead of flailing — which prevents the slow-motion disaster where an agent keeps “fixing” things for twenty minutes and leaves the tree worse than it found it.

The tests are the real fence. An agent that can run its own tests has a tight, honest feedback loop and mostly stays inside it; one with no way to check its work will confidently hand you something broken. If you take one habit from this chapter: give the agent a way to verify itself, and make passing it the definition of done.



Background and Parallel Agents

Once you trust an agent on a scoped task, the next move is obvious: run several at once. Modern tools let you kick off background agents — each on its own branch or worktree (a separate working copy of the project, so one agent’s edits never collide with another’s) — so three or four scoped tasks make progress while you do something else.

This is a real speedup, but only for independent work. The cost you’re trading against is coordination. Two agents editing the same file will produce conflicting diffs, and merging them by hand can cost more than you saved.


	Split by boundary, not by line count. Give each agent a chunk that doesn’t overlap the others — separate modules, separate features, separate files. “Agent A does the export feature, Agent B writes the docs” is clean. “Both agents edit app.js” is a merge headache waiting to happen.

	Isolate the workspaces. Run each agent on its own git branch or worktree so they can’t step on each other’s uncommitted changes. Merge them back one at a time, running your checks at each merge.

	Keep the count honest. You still have to review every result. Four agents running is four diffs to read and four sets of tests to trust. Past a handful, the review queue — not the agents — becomes your bottleneck.



Each agent works in its own isolated worktree so their edits never collide; you merge them back one at a time, running checks at each gate:

              ┌─────────────────────────────┐
              │  YOU split by boundary       │
              └──────────────┬──────────────┘
            ┌────────────────┼────────────────┐
            ▼                ▼                 ▼
   ┌──────────────┐ ┌──────────────┐ ┌──────────────┐
   │ AGENT A      │ │ AGENT B      │ │ AGENT C      │
   │ worktree-a/  │ │ worktree-b/  │ │ worktree-c/  │
   │ export feat  │ │ docs         │ │ settings page│
   └──────┬───────┘ └──────┬───────┘ └──────┬───────┘
          │ branch-a       │ branch-b       │ branch-c
          └────────────────┼────────────────┘
                           ▼
                  ┌──────────────────┐
                  │  MERGE one-by-one │  run checks at each merge
                  │  → main           │
                  └──────────────────┘
   isolated copies = no collisions   · review queue is the real limit

The mistake is treating parallelism as free. It isn’t — you’ve moved the work from writing to reviewing and integrating. Often a great trade, but only if you actually do the reviewing.



Multi-Agent: Fan-Out, Adversary, Synthesis

There’s a second flavor of “many agents” that runs within a single task rather than across separate ones. Instead of one agent doing everything, you split the roles:


	Fan-out for breadth. Several agents tackle the same problem from different angles — or explore different parts of a large codebase — then report back. Useful when you want coverage: “find every place we call this deprecated function” parallelizes well.

	An adversarial reviewer. One agent writes; a second agent’s only job is to attack the first one’s output — find the bug, the missing edge case, the unhandled error. A reviewer pointed at a diff with the instruction “assume this is wrong and find out why” catches things the author agent talked itself into.

	Synthesis. A final pass collects the findings and produces one coherent result — the working code plus a short note on what the reviewer flagged and how it was resolved.



Reviewer agent brief:

You are reviewing a diff written by another agent. Assume it contains
at least one bug and find it. Specifically check:
- Does it actually satisfy the original goal, or just pass the tests?
- Edge cases: empty input, nulls, the largest realistic input.
- Anything deleted or changed that the task didn't ask for.

Report concrete problems with file and line. Do not rewrite the code —
just report. If you find nothing after a genuine look, say so plainly.

The three roles form a pipeline with a gate at the end: nothing reaches a commit until the adversarial reviewer has had its pass and synthesis has resolved what it found.

   ┌──────────────────── within ONE task ────────────────────┐
   │                                                         │
   │   ┌──────────┐                                          │
   │   │ FAN-OUT  │  several agents, different angles         │
   │   │ agents   │  ── breadth / coverage ──┐               │
   │   └──────────┘                          ▼               │
   │   ┌──────────┐                  ┌──────────────┐        │
   │   │ AUTHOR   │── writes diff ──▶│  REVIEWER     │       │
   │   │ agent    │                  │ "assume it's  │       │
   │   └──────────┘                  │  wrong, find  │       │
   │                                 │  the bug"     │       │
   │                                 └──────┬───────┘        │
   │                                        ▼                │
   │                                 ┌──────────────┐        │
   │                                 │  SYNTHESIS    │  merge │
   │                                 │  fix + note   │  finds │
   │                                 └──────┬───────┘        │
   └────────────────────────────────────────┼───────────────┘
                                             ▼
                                      ── GATE ──▶ commit ✓

The adversarial reviewer is worth setting up even when you’re one person with no fleet of agents — because the author of a change is the worst person to find its flaws, human or AI. A second pass with a hostile prompt is cheap insurance.



Reviewing Output at Scale

Here’s the honest problem: when agents are writing hundreds of lines across several tasks, you cannot read every line the way you’d review a ten-line diff. Pretending you can leads to either rubber-stamping (you approve without looking) or paralysis (you never trust anything). Neither ships.

The way through is to gate on a few layers instead of reading everything:


	Tests are the floor. No agent output merges without the relevant tests green and the type-checker clean. This is non-negotiable and it’s automatic — the machine does this part.

	Spot-review the risky parts. You can’t read all of it, so read the parts where blast radius is high: anything touching auth, money, data deletion, or external calls. Skim the rest for the red flags from the building-features chapter — files it shouldn’t have touched, things quietly deleted, a tiny ask that produced a huge diff.

	Read the diff, not the codebase. git diff --stat tells you what changed and how much in seconds. A task scoped to one module that shows changes in six is a signal to look harder, before you read a single line.

	Run it. A green test suite is not a working app. Click the thing. The final check is always the same one from every other chapter: does it actually do what you asked, in front of you?



Scoping pays off twice here. A task you scoped tightly produces a diff you can actually review; a task you set loose produces one you can’t. The review problem is mostly solved upstream, in the brief.



Cost and Runaway Loops

An autonomous agent works by looping: try, check, try again. That loop is the whole point — and it’s also what can quietly run up a bill or spin forever.

This connects to the cost-safety idea from earlier: a flat-rate subscription tool fails by stopping; a metered paid-API agent fails by charging. When a coding assistant on a subscription hits its limit, it just won’t do more until the window resets. When a script you wrote against a paid API gets stuck in a retry loop, it keeps calling — and every call costs money — until you notice or your card maxes out.

So the rules are blunt:


	Never run an unthrottled agent loop against a paid API. If you’ve written your own loop that calls an LLM (Large Language Model — the kind of AI behind these coding tools) API, it must have a hard cap — a maximum number of iterations, a spending limit, a timeout. No exceptions, no “I’ll watch it.” You won’t.

	Give every loop an exit. “Stop after N attempts,” “stop if the tests still fail twice,” “stop if you’ve been running ten minutes.” An agent without a stop condition is a bug, not a feature.

	Watch the first runs. Before you trust an agent to run in the background, watch a few foreground runs end to end. You’re checking that it converges — that it gets closer to done, not stuck circling the same fix.

	Prefer the tool with the guardrails. A managed assistant with built-in limits is safer to leave running than a raw API loop you wrote at midnight. The subscription failing closed is a feature; the API failing open is a hazard.





Honest Limits

Agents are the most powerful form of leverage in this book, which is exactly why it’s worth being clear-eyed about what they are and aren’t.

They are not autonomy you can stop understanding. The moment you can no longer answer “what is this code supposed to do, and how would I know if it’s wrong,” you’ve crossed from using leverage into hoping for luck. Every layer in this chapter — scoping, guardrails, tests, spot-review, cost caps — exists to keep you on the understanding side of that line while letting the agent do far more of the typing.

The skill ceiling is the same as the rest of the book: your ability to say what you want precisely and recognize when you got it. An agent multiplies that ability; it doesn’t replace it. The people who get burned aren’t the ones who used agents — they’re the ones who used agents to stop thinking. Don’t be that. Hand off the work; keep the judgment.



Recap and Practice


Key takeaways


	Agents multiply your ability to say what you want precisely and to recognize when you got it — they don’t replace it.

	Scoping pays off twice: a tightly scoped task produces a diff you can actually review, while a loose one produces one you can’t.

	Review the diff, not the codebase — git diff --stat flags scope creep in seconds, and a green test suite is never a substitute for running the thing.

	Never run an unthrottled agent loop against a paid API; give every loop a hard cap — max iterations, a spending limit, or a timeout.

	Watch the first runs in the foreground to confirm the agent converges before you trust it to run in the background.





Try it

Take a small, well-bounded task and hand it to an agent with an explicit stop condition (“stop after 3 attempts” or “stop if tests still fail twice”). Watch the run end to end in the foreground, then review only the diff with git diff --stat followed by git diff. If the changes touch more files than you scoped, that’s your signal to tighten the brief and run it again.



Prompt of the chapter

I'm giving you an autonomous task. Obey these guardrails exactly:
- SCOPE: only touch [list the files/modules]. If the fix needs more,
  STOP and tell me instead of expanding scope.
- GOAL: [one concrete, checkable outcome].
- STOP CONDITIONS: stop after 3 attempts, OR if tests fail twice in a
  row, OR if you've made changes outside the scope above.
- COST: do not call any paid API in a loop without a hard cap.
- REPORT: when you stop, show me `git diff --stat`, the test result,
  and one sentence on whether you converged or got stuck.
Begin, and narrate each attempt so I can watch you converge.
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